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Reaching New Heights
High-performance computing with ANSYS takes simulation to new levels of 
power, fidelity and engineering insight — adding tremendous strategic value.
By Barbara Hutchings, Director, Strategic Partnerships, and Wim Slagter, Lead Product Manager, ANSYS, Inc.

A decade ago, high-performance com-
puting (HPC) was a relatively new 
concept for many users of engineering 
simulation — it was primarily available 
to those working in large companies 
that had resources to manage the sub-
stantial investments required to create 
and maintain technology infrastruc-
ture. Today, entry-level HPC is available 
on the typical desktop, and a majority 
of ANSYS customers have embraced 
the enormous benefits of using 
multiple processors, or clusters of 
computers, to tackle their most sophis-
ticated simulation challenges.

HPC adds tremendous value to 
engineering simulation by enabling the 
creation of large, high-fidelity models 
that yield accurate and detailed insight 
into the performance of a proposed 
design. High-fidelity simulations allow 
engineering teams to innovate with a 
high degree of confidence that their 
products will meet customer expecta-
tions — because their extremely 
accurate simulations are predicting the 
actual performance of the product 
under real-world conditions.

High fidelity may refer to simula-
tions using high mesh density for 
improved accuracy, those that include 
many geometric details, or those that 
include more-sophisticated treatment 
of physical phenomena. High fidelity 
also can encompass simulation models 
that go beyond consideration of one 
component to include the interaction 
of multiple components or entire sys-
tems. HPC is a key strategic enabler of 
high-fidelity results, as it provides the 
resources required for very large and 
detailed simulations and enables the 
work to be performed within the time 
required to impact engineering 
decisions. 

In a survey of ANSYS customers in 2010, most stated that the benefits of HPC — 
including faster turnaround and greater fidelity — would add value to their organization’s 
use of engineering simulation.

Would more computing capacity increase the value of simulation to your company?

HPC Business Values

44%

55%

59%Yes, we need faster turnaround.

Yes, we need higher fidelity.

Yes, we need more simulations.

HPC also adds value by enabling 
greater simulation throughput. Using 
HPC resources, engineering teams can 
analyze not just a single design 
idea, but many design variations. By 
simulating multiple design ideas con-
currently, R&D teams can identify 
dramatic engineering improvements 
early in the design process, prior to 
and more effectively than physical 
prototyping alone.

The high throughput enabled by 
HPC also allows engineering teams to 
simulate the behavior of their product 
or process over a range of operating 
conditions. Companies are mindful of 
warranty promises and the increasing 
importance of customer satisfaction — 
especially in today’s world of social 
media — and HPC provides the capac-
ity to use simulation to ensure that 
products will perform robustly and reli-
ably once in the customer’s hands. 

The power of HPC is more vital than 
ever in today’s environment of intensi-
fied competition, shorter product life 
cycles, reduced time to market, sharply 
targeted product performance, and 
growing pressure to drive costs out of 
product development. As businesses 
seek to minimize physical models and 
tests by using engineering simulation 

to study more-complicated multi-
physics problems, conduct a larger 
range of analyses, and understand the 
interaction of system components, 
HPC has become a core strategic 
technology. 

Supporting the Hardware Revolution 
with Software Engineering
The computer industry continues to 
deliver enormous increases in comput-
ing speed and power at consistently 
lower costs. The average workstation 
that engineers use today is equivalent 
in power to the entry-level computer 
cluster of just a few years ago. Large-
scale computing is now within the 
reach of more and more engineering 
teams, with the promise of new trends, 
like cloud computing, to make this 
access even more widespread.

However, today’s hardware para-
digm has turned computational speed 
into a software development issue. For 
years, computer processors became 
faster with each new generation. 
Today, limited by thermal issues, the 
clock speed of individual processors is 
no longer getting substantially faster. 
Rather, computing capacity is expand-
ing through the addition of more 
processing units, or cores. The ability 
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of software to scale effectively on a 
large number of computing cores is 
critical.  

ANSYS has responded with consis-
tent, dramatic solution improvements, 
developed specifically to sustain speed 
and scaling on the latest high-
performance computing platforms. You 
can read more about this in another 
article in this issue of ANSYS 
Advantage: “Bigger, Better, Faster” 
discusses the many specific HPC-ready 
capabilities of ANSYS solutions, the 
result of a longtime focus and invest-
ment in HPC software development. 
This focus ensures that ANSYS customers 
benefit from leading performance 
both today and into the future, as HPC 
technology continues to evolve.

Cloud Computing
While hardware and software enhance-
ments have enabled HPC to deliver 
significant value to engineering simu-
lation users, important challenges 
remain in ensuring that every organi-
zation is strategically deploying HPC to 
gain the greatest return on investment. 

For smaller enterprises, specify-
ing, provisioning and managing HPC 
resources can represent a significant 
learning curve and require new skills. 
For many years, ANSYS has offered 
HPC on demand, which enables cus-
tomers to use offsite clusters that we 
or our partners manage. Today, there 
is a resurgent interest in this model, 
termed “hosted cloud,” and ANSYS 
partners provide HPC hosted-cloud 
outsourcing for organizations that pre-
fer not to build and manage their own 
internal infrastructures. 

In medium- and large-sized enter-
prises, centralized HPC resources are 

HPC provides the capacity to use simulation to ensure that 
products will perform robustly and reliably.

often shared by geographically 
distributed users — creating a host of 
attendant issues such as file transfer, 
remote access and visualization, data 
management, collaboration, and 
security.  Project requirements some-
times dictate the need for intermittent, 
elastic access to extremes of compu-
tational capacity. Solutions are being 
developed to enable and optimize 
remote and flexible access, called 
“private cloud.” This is a significant 
focus area at ANSYS, both in our 
product strategy and collaboration 
with key industry partners. ANSYS is 
committed to working with customers 
to address the challenges and promise 
of HPC private-cloud deployments 
as well as next-generation computing 
solutions.

Learning from the Leaders
Many companies already leverage HPC 
resources strategically and success-
fully to achieve engineering insights 
that can result in innovation and a sus-
tained market advantage.

In this issue of ANSYS Advantage, 
you’ll find a variety of  customer case 
studies that reveal exactly how some 
organizations are combining HPC 
environments and ANSYS solutions 
to accomplish incredibly complex 
engineering simulations that would 
not have been possible even five years 
ago. Through strategic deployment, 
they are realizing a significant return 
on their HPC investment.

To meet the sometimes conflicting 
demands of clients, the commercial air-
craft industry is under intense pressure 
to reduce the cost of every flight, 
satisfy tightening environmental regu-
lations, and transport passengers 

whose flight experience expectations 
are constantly increasing — all the 
while satisfying regulatory demands 
for airworthiness and safety mandated 
by regulators. Parker Aerospace and 
Volvo Aero, featured in this issue, are 
two companies that have implemented 
HPC in innovative ways. Parker Aero-
space has turned workstations into a 
virtual cluster, and Volvo Aero has 
made ANSYS tools, including HPC, part 
of its Life Tracking System to determine 
the life of engine parts and to reduce 
maintenance costs for customers.

NVIDIA is not only an industry 
leader in enabling technology for HPC; 
the company employs simulation and 
high-performance computing in the 
design of its own products, including 
3-D glasses and PCBs. Consulting com-
pany EURO/CFD employs an HPC 
cluster, the largest among small and 
medium-sized businesses in France, to 
solve complex problems for customers 
in a wide range of industries. This 
issue features these and many other 
case studies.

As customer examples demon-
strate, ANSYS users today scale their 
largest simulations across thousands 
of processing cores, conducting simu-
lations with more than a billion cells. 
They create incredibly dense meshes, 
model complex geometries, and 
consider complicated multiphysics 
phenomena. While the sophistication 
and scale of tomorrow’s simulations 
may dwarf today’s efforts, one element 
will remain constant: ANSYS is com-
mitted to delivering HPC performance 
and capability to take our customers 
to new heights of simulation 
fidelity, engineering insight and 
continuous innovation. ■
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Intense focus on HPC software development enables breakthrough 
productivity on current and emerging hardware solutions.
By Ray Browell, Lead Product Manager, and Barbara Hutchings, Director, Strategic Partnerships, ANSYS, Inc.

Today, ANSYS customers in a variety of industries are run-
ning simulations in high-performance computing (HPC) 
environments, using multiple processors — and often large 
clusters of computers — to solve numerically intense prob-
lems using parallel processing. These customers conduct 
larger, more detailed and more accurate simulations, study 
entire systems and the interaction between components, 
and gain greater confidence that their work will predict 
the actual performance of physical products subjected to 
real-world forces. Such productivity comes as a result of 
significant software development efforts, which focus on 
delivering optimized performance and scaling on the latest 
— and ever-changing — computer hardware.

In fact, HPC has become a software development imper-
ative. As processor speeds have leveled off due to thermal 
constraints, hardware speed improvements are now deliv-
ered through increased numbers of computing cores. For 
ANSYS software to effectively leverage today’s hardware, 
efficient execution on multiple cores is essential. As core 

counts continue to increase, and with the advent of many-
core processors and availability of graphics processing units 
(GPUs), ongoing software architecture changes must be 
made to maintain productive use of high-performance com-
puting. Software development to build and maintain parallel 
processing efficiency is therefore a major ongoing focus at 
ANSYS.

Performance and Scaling
The latest HPC enhancements in ANSYS software deliver 
breakthrough performance milestones. For structural 
analysis, Distributed ANSYS solvers now show outstanding 
scaling for large problems out to dozens — and even 
hundreds — of cores. Significant scaling improvements have 
been achieved for the direct sparse solver by applying 
parallelism to the equation re-ordering scheme. For the 
iterative PCG solver, parallel treatment of the pre-conditioner 
significantly extends scaling. These core solver improvements 
remove scaling bottlenecks, pushing performance out to 

HPC: ANALYSIS TOOLS

HPC brings major benefits to almost every industry 
and application. In turbomachinery design, small 
performance increases can add up to significant cost 
benefits. To achieve this, large models are required for 
accuracy and to model complete systems, and many 
design iterations are conducted. HPC is a key enabler 
of both high-fidelity simulation and design exploration.

Bigger, Better, Faster: 
HPC Technology Leadership
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much higher core counts and enabling efficient processing 
of ever-larger, more detailed structural simulations. 

Scaling of ANSYS fluids simulations also continues to 
reach new heights. Scaling improvement in the recent ver-
sion of ANSYS Fluent (13.0) was enabled by a new solution 
methodology called hybrid parallelism. This is a significant 
algorithmic change, enabling the core linear solver to 
exploit fast shared memory parallel communications within 
a machine, in combination with distributed memory parallel 
communications based on message passing interface (MPI) 
software between machines. The result is much faster execu-
tion on multicore systems, leading to outstanding scaling. 
Hybrid parallelism is also being applied to specific physical 
models, including particle tracking and radiation ray 
tracing, yielding significant speedup.

Improved scaling continues in Fluent 14.0, in which 
scaling using a pre-release version has been demonstrated 
out to nearly 4,000 cores for problem sizes on the order of 
100M cells. Of course, such extreme scaling is important for 
very large problems, but it also demonstrates the ability to 
scale simulation models using partition sizes as small as 
10,000 cells per core — or even less. This means that smaller 
models can be accelerated using more cores than ever 
before. Fluent also incorporates network-aware mapping of 
partitions: Those requiring high levels of communication 
are logically placed to minimize network traffic. With 
the adjacent mapping technique, communication overhead 
is minimized, leading to faster overall solution time, 
especially on slower networks.

In ANSYS HFSS 14.0, the distributed memory parallel 
technique, domain decomposition, extends to efficient elec-
tromagnetic analysis of structures with highly repetitive 
geometries, such as antenna arrays. A 256-element wave-
guide array has been analyzed in under two hours with less 
than 1GB of total memory across 16 compute engines. This 
analysis provides a comprehensive solution to the finite 
array, including all coupling matrices and edge effects.

Performance gains have been realized throughout 
release 14.0 via adoption of the latest Intel® compilers and 
math kernel libraries. For mechanical analysis, this has 

Original Mapping Improved Mapping

Network-aware partitioning in ANSYS Fluent enables faster solutions 
by minimizing network traffic. 

Hybrid parallelism in ANSYS Fluent yields impressive 
performance improvements — with scaling out to 
512 cores for this 4-million-cell simulation of airflow 
around a car. 

Ongoing software improvements enable scaling out to 
thousands of cores — and enable smaller problems to 
execute effectively on ever-larger core counts. 

Hybrid parallelism in ANSYS Fluent yields im
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For structural analysis, the Distributed ANSYS solver offers 
near-linear scaling for the solution of large problems. 
Problem sizes as large as 100 million degrees of freedom 
can be analyzed quickly and cost-effectively.

Distributed ANSYS PCG Solver Scaling
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Distributed memory parallel processing enabled efficient 
electromagnetic simulation of this 256-element skewed 
waveguide array using ANSYS HFSS. 

GPU computing has been extended to support distributed memory 
structural solutions in ANSYS 14.0 software, yielding single-
machine speed increases of up to two times over a range of 
benchmark problems. 

GPU computing applied to radiation heat transfer calculations 
in ANSYS Fluent 14.0 (using beta capabilities) demonstrates great 
potential to accelerate physical submodels.

yielded up to 40 percent improvement in the speed of the 
sparse direct solver. These updates also mean that ANSYS 
14.0 can take advantage of new AVX compiler instructions, 
which is expected to yield as much as 50 percent speedup 
when using the sparse direct solver on the latest processors 
from Intel and AMD, which support this new instruction set.

GPU Computing
GPUs are an exciting new technology for HPC, as they provide 
hundreds of processing cores that are capable of compu-
tational throughput far in excess of that achieved on today’s 
multicore CPUs. For software developers, GPU computing 
represents a significant challenge, as the algorithms adapted 
to traditional CPUs must be reconsidered to effectively use 
GPU compute capacity while working within the constraint 
of the relatively limited memory available to the GPU. 
ANSYS 13.0 introduced GPU use to accelerate mechanical 
simulations using the shared memory solver [1]. Further 
innovations extend the use of GPU computing in ANSYS 14.0.

Specifically for mechanical simulations, ANSYS 14.0 
introduces the ability to apply GPU acceleration to the 

distributed memory solvers — and to use multiple GPUs that 
reside in multiple machines within a cluster of computers. 
Depending on the workload, speed improvements of two 
times are achievable using a single GPU and continue to 
be significant when multiple GPUs are used. For fluids 
simulations, core solver acceleration is an ongoing focus of 
collaboration between ANSYS and the leading providers 
of GPU technology. Research on GPUs (which resulted in a 
beta feature in release 14.0) has led to substantial 
acceleration of specific fluid simulation submodels. 

Adding Strategic Value to Engineering Simulation
ANSYS software development focuses on HPC performance 
numbers, providing the best possible return on a company’s 
overall investment in HPC infrastructure. However, in the 
end, the value of operating in an HPC environment is rooted 
in what this speed enables: Running simulations at a higher 
level of fidelity and considering more design ideas 
translates into a long-term competitive edge. Using HPC, 
organizations can launch new products and design features 
more rapidly, at a lower financial investment and with 
higher confidence in ultimate product performance. ANSYS 
delivers best-in-class HPC performance to ensure the ability 
to maximize this strategic value. ■

  
[1]  Beisheim, J. Speed Up Simulations with a GPU. 

ANSYS Advantage, 2010, V4, I2, web exclusive.

Simulations and statistics for ANSYS 14.0 reported in this article 
were performed with a pre-release version of the software.
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Volvo Aero leverages HPC to help track engine part wear, 
saving customers service and replacement costs.
By Magnus Andersson, System Owner for Life Engine, Volvo Aero, Trollhättan, Sweden

Fighter jets fly a wide variety of 
missions, and the level of wear on 
individual engine parts depends upon 
the types of missions flown. To more 
accurately predict an engine part’s life 
consumption, designers at Volvo 
Aero in Trollhättan, Sweden, began 
collecting data — including time, 
speed, temperature, pressure and 
other engine part conditions — about 
10 years ago to determine how engine 
part wear relates to mission condi-
tions. By combining this information 
with data from current missions and 
analyzing it using ANSYS structural 
mechanics software, some proprietary 
in-house and commercial tools, and a 
cluster of computers, Volvo Aero is now 
able to accurately predict when each 
part in a particular jet engine needs to 
be replaced or serviced. Using this 
system, service technicians at external 
customer organizations can save time, 
reduce costs and improve safety by 
treating each engine based on its own 
unique history. 

Volvo Aero develops and produces 
components for aircraft, rocket and 
gas turbine engines that have a high-
technology content. The company’s 

project to predict component life 
consumption is called the Life Tracking 
System (LTS), and it is used for the 
Volvo RM12 engine that powers the 
Saab JAS39 Gripen fighter. The specific 
component that calculates the 
remaining service life in each engine 
part is known as Life Engine. At the end 
of each flight mission, sensitive load 
data from the aircraft is sent to a 
server, checked for errors and cleared 
of classified information. Then the LTS 
server automatically matches this data 
with the individual parts present in the 
engine. The system orders Life Engine 
to use structural and thermal calcu-
lations within software from ANSYS to 
determine the life consumption for 
engine parts. LTS stores this data in an 
online database, and the customer’s 

in-house maintenance system is 
updated at regular intervals.

Harnessing Data
In the past, Volvo Aero used ANSYS 
structural mechanics products to calcu-
late engine part fatigue, but each 
simulation relied on standard duty-
profile data from a jet’s typical 
missions. In reality, however, the mis-
sions can vary widely — from combat to 
training to reconnaissance — and they 
can take place under a broad range 
of temperatures and conditions. The 
duty-profile method of calculating 
fatigue resulted in many cases of 
engine parts being serviced and 
replaced earlier than necessary, as well 
as engines undergoing maintenance 
more often than required. As a result, 

Volvo RM12 engine used in the Gripen fighter 

JAS39 Gripen fighter
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the jet’s owners incurred unneeded 
expenses that could be avoided by 
using LTS. On the other hand, the 
engine parts that are used much more 
stringently than the duty-profile 
suggests must be replaced more often, 
so safety is enhanced with LTS.

As the LTS took shape, the team 
collected massive amounts of new data 
(tracking the use of each part during 
each second of every mission) and 
quickly realized that the volume of 
mission data could easily overwhelm 
the project. For instance, under the 
old system, the engineering team 
performed about 100 ANSYS structural 
mechanics simulations to calculate 
a component’s life. Now, tens of 
thousands (maybe even hundreds 
of thousands) of calculations are 
required, and today’s typical models 
contain approximately 25,000 nodes, 
including nonlinear contact elements 
for structural analysis. Because of this 
increase in problem size, the team 
needed to develop fully automated 
analysis processes and to step up 
processing power; otherwise, the 
time needed to calculate wear on 

all parts and all missions would be 
unrealistically long.

It was clear that Volvo Aero needed 
to move LTS to a high-performance 
computing architecture with multiple 
nodes. Fortunately, the engineering 
team had access to an existing cluster 
of more than 200 nodes running on 
desktop personal computers using the 
Linux® operating system. Now, LTS 
assigns each node a life-consumption 
calculation for each mission, auto-
matically determining free resources 
on the cluster and available ANSYS 
Mechanical licenses. The cluster can 
run up to 128 independent and simul-
taneous simulations and then upload 
to a database.

Maximizing Resources
Even though Volvo Aero had been using 
ANSYS structural mechanics tech-
nology for years to perform engine 
part fatigue analysis, the team did 
consider other software when con-
structing LTS. Key to the selection of 
ANSYS was the program’s scalability 
— both in terms of parallel per-
formance and the business model to 

support the order of magnitude 
increase in the number of design-point 
analyses performed. In addition, the 
ANSYS parametric design language 
(APDL) made it particularly well suited 
for integration with Volvo Aero’s 
automated LTS. Life Engine has been 
running for several years, and the 
engineering team continues to main-
tain integration with new versions of 
ANSYS software.

To improve efficiency, Volvo Aero 
uses two types of models: fine model 
and rough model. Initially, the team 
runs finer models to identify the life-
limiting locations in each component. 
These models have 50,000 to 500,000 
nodes and typically take a week to run 
for one mission — a large improvement 
over the four weeks it took in the past. 
The main challenges are the number of 
contact elements — about 1,000 — and 
the need for nonlinear analysis. 
(Although simulation time with a linear 
model would be dramatically lower, the 
results would be less accurate.) For the 
next stage, the team uses the rough 
model to do the analysis on a portion of 
all missions. This typically takes from 
one day up to a week, depending on 
the length and complexity of the 
mission. The local ANSYS channel 
partner Medeso has worked with Volvo 
Aero to streamline the analysis process 
and minimize simulation time.

Volvo Aero has found that ANSYS 
structural mechanics technology 
delivers very accurate results in 
revealing stresses and temperatures for 
each mission. It is critically important 
to get these parameters correct to 
predict how much life will be consumed 
for a particular engine component. With 
Volvo Aero’s LTS relying on ANSYS 
software, external customers’ service 
departments can replace and maintain 
parts only when necessary — and take 
that benefit right to the bank. ■

The author thanks ANSYS channel partner 
Medeso in Sweden for their contributions 
to this article as well as their work 
to streamline the Volvo Aero analysis 
process and minimize simulation time.

Life Engine data flow for components requiring thermal stress analysis and failure mode 
crack initiation. Life Engine automatically calculates temperature and stress time history using 
ANSYS structural mechanics software. Then the Volvo Aero in-house code, known as CUMFAT 
(cumulative fatigue), uses that data to predict life consumption.

LIFE ENGINE ON THE 
LINUX CLUSTER

CUMFAT

LIFE ENGINE
Warm CI

ANSYS Areas

FE-Loads
Thermal

ANSYS
Thermal

FE-Loads
Structural

ANSYS
Structural

Mission 
Data

Life 
Consumption
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Parker Aerospace recruited workstations into a virtual server 
to deliver timely, robust designs. 
By Kenneth Wong, CAD Industry Journalist, Desktop Engineering

Taming the HPC Queue

At Parker Aerospace, the Enterprise Systems team faced a 
computational dilemma: Their high-performance computing 
(HPC) resources could barely keep up with the ever-
increasing demand to process simulation applications. The 
aircraft system component developer uses ANSYS virtual 
engineering software to gain insight into air and fluid flow 
inside valves and pumps along with the effects of stress on 
them. “We’re looking at hundreds to thousands of individual 
components, analyzed together as a unit,” said Bob 
Deragisch, manager of Enterprise Systems at Parker 
Aerospace. “These are aircraft hydraulic and fuel systems 
that have to fly for 30 to 50 years and meet certification 
requirements. We test them for all foreseeable situations, all 
operating conditions."

The vast amount of calculation required for such work 
ruled out the use of individual workstations, leaving 

only the HPC server. A long job queue was the catalyst for 
supplementing the server’s shortcomings with horsepower 
from engineers’ workstations. 

The group determined to turn a number of its work-
stations into a virtual cluster, powerful enough to share the 
burden with the dedicated HPC server. “I remembered 
SETI@home one day, and the answer to our problem came to 
me,” said Deragisch. SETI@home is an ongoing scientific 
experiment that uses web-connected home-based 
computers to search for extraterrestrial intelligence. 
Researchers at the University of California at Berkeley 
bundle donated computing resources — unused CPU 
capacity — into a single virtual server, powerful enough to 
analyze huge amounts of data. 

The success of the Parker Aerospace virtual cluster 
experiment positions the organization to deliver much more 

“We realized that today’s workstations are tremendously underutilized. We made a 
conscious decision to identify and execute a new strategy to achieve greater value 
from our hardware and software investments. We have significantly increased our 
throughput, and we are using all the available technologies at Parker Aerospace to 
expedite design decisions using ANSYS.” 

— Bob Deragisch, Manager of Enterprise Systems, Parker Aerospace
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Workstation-based cluster of Multicore HP Z800 workstations with two six-core Intel Xeon 5600 processors (12 processing cores per machine)

robust designs within the same time frame, and it is now 
part of the company’s IT strategy. The exercise was made 
possible by, among other things, the highly parallel nature 
of ANSYS software, Windows® HPC Server 2008 DCC 
(Distributed Computing Cluster) software, and assistance 
from Intel®, HP® and Microsoft®. 

Parker Aerospace, part of Parker Hannifin Corporation, 
methodically applies engineering simulation to the products 
it designs: flight control, hydraulic, fuel, fluid conveyance, 
thermal management, and engine systems and components 
for aerospace and other high-technology markets. 
The organization uses ANSYS Mechanical, ANSYS CFX and 
ANSYS Icepak products for structural, fluids and electronics 
thermal management, respectively. Because of the way 
ANSYS HPC licensing is structured — designed to encourage 
customers to leverage computational power to examine 
designs from the system level, not just at the component 
level — Parker Aerospace gets extreme scalability at an 
incremental cost in an off-the-shelf package. “Some soft-
ware we use becomes prohibitively expensive when running 
on dozens of cores, because we’ll need a license for each 
core,” said Deragisch. “The ANSYS HPC Pack licensing 
offered us a significant advantage.”

Shorter Queues, Better Design
The supplementary computing capacity from the 
workstation-based cluster came at a modest investment in 
additional hardware. However, it freed up the dedicated 
HPC server to concentrate on larger jobs with fewer 
interruptions, and it allows the company to explore more 
design alternatives. 

Once the cluster came online, Parker Aerospace 
engineers began to see relief in the bottleneck. Deragisch 
clarified: “On the basis of individual jobs, the workstation 
cluster offers little or no improvement, maybe even a slight 
degradation, compared with the HPC server. But it’s not just 
about individual jobs; it’s about substantially reducing the 
queue of jobs sitting on what was previously a single 
resource, by offloading small and medium jobs to the 
workstation-based cluster.”

Parker Aerospace believes that effective deployment of 
HPC for its engineers will eventually lead to better designs, 
as users will be able to examine models with higher fidelity, 
greater mesh density and more geometric details — leading 
to a more accurate depiction of designs under consideration. 
In addition, the team can conduct simultaneous studies of 
multiple design iterations, allowing them to select the best 

HPC: AEROSPACE

Ethernet network 
connected via Gigabit 
Ethernet NICs

One core serves as head node

Workstation-based HPC cluster for analysis 
and simulation jobs, running ANSYS software

12   /  ANSYS Advantage • © 2011 ANSYS, Inc. www.ansys.com

2 cores
for CAD
10 cores
for cluster

2 cores
for CAD
10 cores
for cluster

2 cores
for CAD
10 cores
for cluster

2 cores
for CAD
10 cores
for cluster

2 cores
for CAD

10 cores
for cluster

2 cores
for CAD

10 cores
for cluster

2 cores
for CAD

10 cores
for cluster

2 cores
for CAD

10 cores
for cluster

Partitioned using Parallels Workstation 4.0 Extreme
and Intel Virtualization Technology Directed I/O



Access to sophisticated HPC resources for computer-
aided analysis and simulation may be as close as the 
workstations your organization uses for CAD. With HPC 
setups like the one at Parker Aerospace, designers and 
engineers can identify the most promising concepts in 
the early phase, then spend the rest of the development 
cycle perfecting the design. 

“Workstations are becoming extremely powerful. 
They are cluster nodes in their own right,” noted 
Deragisch. He estimated that adding additional 
processors to the workstations would be far less 
expensive than expanding the HPC server with additional 
racks or processors. His choice was the HP Z800 
Workstation, equipped with a pair of six-core Intel® 
Xeon® 5600 processors. Each workstation node has two 
gigabit-ethernet switches connecting it to the network. 
Parker Aerospace dedicates one NIC to the enterprise 
network; the other acts as HPC fabric, enabling 
communication between workstations for jobs that use 
multiple machines.

The engineer’s 3-D mechanical CAD software, which 
performs single-threaded operations most of the time, 
ate up 10 percent to 20 percent of the workstation’s 
horsepower. So in each workstation, Deragisch reserved 
two to four cores for the engineer’s primary workload. He 
delegated the remaining eight to 10 cores to the pool of 
computing resources that constitute the cluster. This 
workstation-based cluster’s function was to process 
small and medium-sized jobs, relieving pressure on the 
HPC server.

Whereas most clusters are assembled in the UNIX® or 
Linux® environment, standard workstations almost 
always come with Windows Operating Systems (OS). The 

HP Z800 Workstation runs 64-bit Windows 7 OS. There-
fore, Deragisch’s solution was to use Windows HPC 
Server 2008 DCC, which lets users preserve Windows 7 
on their desktops while the rest of their computing cores 
function as parts of an HPC cluster. Partitioning the vir-
tual cluster into head nodes and processing nodes was 
done using Parallels® Workstation 4.0 Extreme (PWE) 
and Intel® Virtualization Technology for Directed I/O 
(Intel® VTd), which created an environment in which 
workstations could share resources. 

“Parker Aerospace’s simulation software is Microsoft 
HPC-enabled,” observed Mike Long, technical solution 
specialist, Microsoft Technical Computing. “There’s a 
built-in job scheduler in the HPC product that allows 
ANSYS product users to specify, via the graphical user 
interface, the number of cores they want to use.” Long 
believes that building the cluster as a Windows environ-
ment gives users an advantage because “you start out 
with people who are already familiar with Windows, so 
they’re not required to learn or to submit jobs to a UNIX 
or Linux cluster.” 

With HPC setups like the one at Parker Aerospace, 
designers and engineers can increase the amount of 
simulations they tackle, identify the most promising 
concepts in the early phase, and use simulation to 
perfect the design. 

David Rich from Microsoft’s technical computing 
division observed, “Certainly there are many engineering 
shops that don’t have access to HPC today, because they 
struggle to justify buying a dedicated cluster. But if they 
get started using a cluster built on workstations, they 
will discover the significant return on investment when 
you combine HPC and engineering simulation.”

HP Z800 Workstation with duel six-core Intel Xeon 5600 processors

option. The affordable HPC setup means that the use of this 
technology is no longer confined to validating a concept, 
or proving that a product would perform as intended 
in practice. ■

Kenneth Wong writes about technology, its innovative use 
and its implications. He has written for numerous technology 
magazines and authors the Virtual Desktop blog at deskeng.com/
virtual_desktop. Wong is one of Desktop Engineering’s MCAD/PLM 
experts; a version of this article appeared in that magazine and 
can be found at www.deskeng.com.

The Setup
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Speeding to a Solution
ANSYS HPC helps a consulting firm evaluate 
high-fidelity models with rapid turnaround.
By Herbert Güttler, MicroConsult GmbH, Bernstadt, Germany

An automotive electronics supplier contracted with 
MicroConsult GmbH, a computer-aided engineering services 
company, to help develop a better understanding of why 
solder joints were failing in an electronic control unit 
(ECU) [1].

The solder joints that connect the integrated circuit (IC) 
to the printed circuit board (PCB) are subject to failure due 
to mechanical stresses during thermal cycling caused 
primarily by thermal mismatch. The assembly process and 
mechanical tolerances during manufacturing impose 
additional mechanical stresses on the joints. Restriction of 
Hazardous Substances (ROHS) legislation requires only 
lead-free materials to be used for solder joints. Conse-
quently, the available knowledge about the damage behavior 
of leaded solder joints needed to be revised. Reliability 
testing can take 1,000 to 2,000 hours for typical test 
scenarios, so it is crucial to use simulation to gain insight 
into the underlying dependencies. 

 MicroConsult engineers performed a thermal simulation 
on the ECU, then used the data as an input for a mechanical 
simulation of the ECU; they subsequently applied the temp-
eratures and displacements to a submodel of the IC for a 
solder creep–strain analysis. When originally solved with 

ANSYS Mechanical 11.0, the analysis required two weeks 
per design iteration. Improved high-performance computing 
(HPC) hardware and advances in subsequent ANSYS devel-
opment reduced the time to solve the model to half a day. 
The reduction in simulation time has made it possible to use 
more complex, more accurate models and to evaluate many 
more design concepts.

MicroConsult created a system-level model of the ECU 
together with the PCB and IC. During reliability testing of 
the hardware — thermal cycling in an oven — the temp-
erature was recorded for a number of measurement points 

ANSYS 11.0 ANSYS 12.0 ANSYS 12.1 ANSYS 13.0 SP02 R&D for ANSYS 14.0

Thermal (full model)
3M DOF

Time 4 hours 4 hours 4 hours 4 hours 1 hour 0.8 hour

Cores 8 8 + 1 GPU 32

Thermomechanical 
Simulation (full model)
7.8M DOF

Time ~ 5.5 days 34.3 hours 12.5 hours 9.9 hours 7.5 hours

Iterations 163 164 195 195 195

Cores 8 20 64 64 128

Interpolation of 
Boundary Conditions

Time 37 hours 37 hours 37 hours 0.2 hour 0.2 hour

Load Steps 16 16 16 Improved algorithm 16

Submodel: Creep–Strain 
Analysis 5.5M DOF

Time ~ 5.5 days 38.5 hours 8.5 hours 6.1 hours 5.9 hours 4.2 hours

Iterations 492 492 492 488 498 498

Cores 18 16 76 128 64 + 8 GPU 256

Total Time 2 weeks 5 days 2 days 1 day 0.5 day

All runs with SMP Sparse or DSPARSE solver
Hardware 12.0: dual X5460 (3.16 GHz Harpertown Xeon) 64GB RAM per node 
Hardware 12.1 + 13.0: dual X4170 (2.93 GHz Nehalem Xeon) 72GB RAM per node
ANSYS 14.0 creep runs with NROPT, crpl + DDOPT, metis 
ANSYS 12.0 to 14.0 runs with DDR Infiniband® interconnect

HPC hardware recently installed at MicroConsult
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on the PCB as a function of time during each test cycle. After 
the parameters were tuned, the simulation provided the 
temperature distribution, most importantly near the 
IC’s corners where the PCB solder joints are located, with 
negligible error. 

The results of the transient thermal analysis were used 
as input to a structural simulation of the entire ECU. ANSYS 
Mechanical results showed the mechanical strain on the 
PCB, which was compared to experimental measurements at 
15 different PCB locations using strain gauges. The transient 
displacements of nodes at the cut boundary of the submodel 
— which consisted of the IC and a section of the underlying 
PCB — and the temperature field for this region were used as 
boundary conditions for the creep simulation. A creep–
strain analysis of the submodel correctly predicted the 
location of the most damaged solder joints in the IC 
corners. Most important is that the simulation revealed that 

Device Component Dimensions of the Entire Geometry (mm)

Mold 24 x 24 x 1.36

Die 8.2 x 6.6 x 0.29

Die Adhesive 8.2 x 6.6 x 0.03
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This graph illustrates the progress during 2011 from adding GPU 
support for shared memory solvers (SMP) with ANSYS 13.0 to using 
distributed solvers (DMP) with GPUs for ANSYS 14.0. 

differences in the failure pattern for the four corners of the 
IC package are due to the influence of the ECU.

MicroConsult has been involved in many similar 
applications in which simulation has provided extremely 
valuable input to the design process yet the amount of time 
required for each simulation was a limiting factor. Despite 
being a small company with five employees, MicroConsult 
has aggressively invested in HPC technology. The first step 
into number crunching was in 2004 with the purchase of a 
quad-socket Opteron™ system with four cores and 16 GB 
RAM. At that time, the use of ANSYS shared memory parallel 
(SMP) solvers was dominant. Since then, ANSYS 
has invested in software development focused on HPC 
performance, and these improvements have dramatically 
reduced the time required to solve simulations like this 
solder fatigue analysis. For MicroConsult to run such studies 
efficiently, the investment in HPC cluster technology 
was key.

The first solder creep simulation that included 
ECU effects was performed in 2008 using ANSYS 11.0. 
Distributed computing was relatively new in that ANSYS 
release, and not all physical models were supported. It took 
about four hours for the system-level thermal simulation to 
run on a compute node with dual Intel®  Xeon® 5460 proces-
sors. The subsequent structural simulation running on the 
same hardware added 5.5 days. Interpolating boundary 
conditions from the system-level to the package-level model 
took 37 hours. Finally, after another 5.5 days, the results of 
the creep−strain analysis for the submodel were available. 
The package-level model was the first to use more than a 
single compute node. MicroConsult combined 16 cores on 
two compute nodes and used a distributed sparse solver. 
The total run time of approximately two weeks limited the 
value of simulation in the design process.

Package-level model used in finite element simulation 
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In 2009, MicroConsult upgraded to ANSYS 12.0, which 
provided optimized parallel computing performance. With 
this software release running on a cluster, total solution 
time was reduced to five days. The Intel® Nehalem 
processor also became available in 2009. It brought a 
substantial increase in memory bandwidth that helped 
improve scaling for higher core counts. In fall of the same 
year, ANSYS introduced HPC Packs with ANSYS 12.1. This 
licensing option encourages the use of large-scale HPC, 
making it possible for MicroConsult to increase the cluster 
core count to 80 cores. With Sun Microsystems Sun Fire™ 
X4170 compute nodes with dual Intel Xeon 5570 proc-
essors, the runtime for the ECU mechanical simulation was 
reduced to 12.5 hours on 64 cores, and the creep−strain 
analysis could be done in 8.5 hours. Total solution time was 
reduced to two days. 

Scaling improvement in ANSYS Mechanical 12.0, 12.1 and 13.0

Finally, ANSYS Mechanical 13.0 provided an improved 
algorithm that reduced the time required for interpolating 
boundary conditions to 12 minutes instead of 37 hours, along 
with new creep–strain capabilities that reduced analysis time 
to 5.7 hours. The complete sequence of simulations can now 
be performed in one day, more than an order of magnitude 
faster than what was required just three years ago.

Further improvements are on the way. In 2011, 
MicroConsult added eight NVIDIA® M2070 Tesla™ Accelerators 
(GPUs) and 12 Supermicro® 1026GT compute nodes. The 
equation solvers offload highly parallel number crunching 
algorithms from the CPU cores onto GPUs for a substantial 
increase in speed.

MicroConsult recently tested a pre-release version of 
ANSYS 14.0 (UP20110901), which also enables the use of 
GPUs for distributed solvers, on this same model. The GPU-
accelerated run (eight nodes, 64 cores, eight GPUs) for the 
submodel delivers the same performance as ANSYS 13.0 
service pack 2 with half the number of compute nodes 
and half the number of cores. This substantially reduces 
energy consumption.

To further improve performance, all available cores were 
combined in a cluster with 256 cores. Doubling the number 
of cores reduced the total runtime by 31 percent for the sub-
model run. The speedup was less than linear because 
performance on this model with this hardware levels off at 
128 cores. Running the job on 256 cores is not the most 
efficient use of resources. But this method can be invaluable 
when facing a tight deadline in which overall throughput is 
more important than scaling efficiency.

Over the last several years, improvements in HPC 
hardware and ANSYS software have dramatically reduced 
the time required to solve large and complex design 
problems. In the example detailed above, the amount of 
time required to perform fatigue analysis on solder joints 
was reduced by more than an order of magnitude. HPC is 
also about increasing analysis accuracy by using larger 
and more complex models. Alternatively, the same hard-
ware could be dedicated to solve a large number of smaller 
problems simultaneously — thus opening the door to 
design optimization. ■

Reference
[1]  Schafet, N.; Lemm, C.; Becker, U.; Güttler, H.; Schmidt, P. 

Development of a Submodel Technique for the Simulation of 
Solder Joint Fatigue of Electronic Devices Mounted within an 
Assembled ECU. Proceedings of EuroSimE 2009, pp. 253−260, 
Delft, Netherlands, April 2009.
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NVIDIA accelerates engineering 3-D 
glasses with a GPU and ANSYS HPC. 
By Stan Posey, HPC Industry Market Development, NVIDIA, Santa Clara, U.S.A.

HPC Delivers 
a 3-D View 

The semiconductor industry faces growing competitive 
challenges to reduce design cycle time and costs, decrease 
thermal loads and power consumption, and respond to 
customers who demand high-quality, well-designed 
products. Because of these drivers, NVIDIA Corporation, 
based in Santa Clara, U.S.A., deploys ANSYS software to 
predict phenomena such as large deflection and bending of 
printed circuit boards (PCBs), thermal creep of solder joints, 
PCB shock and vibration, and even mechanical performance 
of 3-D glasses. NVIDIA uses ANSYS technology for a range of 
applications (including structural, fluids and electro-
magnetic simulations) in a high-performance computing 
(HPC) environment that includes workstations and servers. 
Recently, NVIDIA examined how it exploited HPC in 
conjunction with the ANSYS Mechanical product; the team 
found that incremental changes in hardware configuration, 
including the use of graphics processing units (GPUs) to 

accelerate the solver, could increase the number of simu-
lations that could be performed within a given time frame.

Optimizing Performance
Recently, NVIDIA engineers needed to better understand 
deflection and bending in 3-D glasses, intending 
to ensure design robustness related to user handling in com-
bination with desirable qualities such as comfort and 
fit. Engineers planned to apply Mechanical to examine 
alternative design ideas to sort out the design trade-offs. 
However, the engineering team found that running the 
complex models — incorporating nonlinear physics and 
nearly 1 million degrees of freedom (DOF) — took over 
60 hours to complete a single simulation, leaving little or no 
time to study alternative ideas. 

“It’s a virtual cycle: NVIDIA is an industry leader in the design 
of GPUs; we use ANSYS simulations running on current-

generation GPUs to design the next generation of GPUs.”
 — Andrew Cresci, General Manager of Strategic Alliances, NVIDIA

of 

NVIDIA® 3D Vision™ glasses

Us; we use ANSYS simulations running on curr
eration GPUs to design the next generation of GP
— Andrew Cresci, General Manager of Strategic Alliances, NV

NVIDIA® 3D Visio
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NVIDIA therefore set about optimizing the computing 
infrastructure and its use of Mechanical to see if it could 
reduce turnaround time — to pursue more design studies. 
First, the team considered the use of an alternate solver 
methodology, moving from the iterative PCG solver to the 
direct sparse solver, which seemed to have advantages for 
the nonlinear models in question. This alone generated 
significant speedup, but the sparse solver used more 
memory than was available on the workstations being used 
for simulation. NVIDIA upgraded to newer workstations with 
increased memory capacity and found that the simulation 
now executed in-core, using memory instead of slower I/O 
to manage data during the computation. Finally, NVIDIA 
added parallel processing in conjunction with acceleration 
by employing an NVIDIA® Quadro® 6000 GPU, which 
enhanced processing power. The end result was astounding 
— the simulations that had previously required 60 hours 
were completed in just 47 minutes. This 77-fold improve-
ment in time to solution meant that NVIDIA could deploy 
simulation to help make design decisions to ensure robust 
performance of the 3-D glasses. 

Von Mises stressesV Mi t

ANSYS Mechanical and GPU Computing
Contemporary CPUs pack multiple processing cores on 
the same chip to achieve speedup through the use of 
parallel processing in software like that developed by 
ANSYS. GPUs take this to an extreme, with hundreds of 
cores available for computational tasks. The devices 
function as massively parallel coprocessors to conven-
tional x86 CPUs. NVIDIA, an industry leader in designing 
computational GPUs, works with ANSYS to enable GPU 
acceleration of engineering simulation software.

Starting in late 2009, ANSYS and NVIDIA began a 
technical collaboration to develop GPU acceleration 
for the ANSYS Mechanical solvers, essentially boosting 
overall performance by off-loading heavy matrix 
computations to the GPU. These operations are usually 
dominated by matrix–matrix multiply for the direct 
solver and sparse-vector multiply for the iterative 
solver, operations that have been highly optimized 
in CUDATM libraries offered by NVIDIA and used 
by Mechanical. ANSYS Mechanical 13.0 offers GPU 
acceleration for shared-memory solvers over a 
broad range of modeling conditions. ANSYS Mechanical 
14.0 will extend GPU acceleration to the distributed 
memory solvers.

“By optimizing our solver selection and workstation configuration, and 
including GPU acceleration, we’ve been able to dramatically reduce 
turnaround time — from over two days to just an hour. This enables the use of 
simulation to examine multiple design ideas and gain more value out of our 
investment in simulation.”

— Berhanu Zerayohannes, Senior Mechanical Engineer, NVIDIA

3-D glasses model

Deformation that occurs when worn by 95th percentile of males
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Because of these HPC changes, the engineering team is 
exploring the use of parametric modeling for optimization of 
parameters related to comfort and fit for a range of subjects, 
and not just the 50th percentile. Based on initial turnaround 
time for a single simulation, more than 70 variations of the 
original model can be simulated in the same amount of time.

The results demonstrate that using GPUs to accelerate 
ANSYS Mechanical software delivers a valuable reduction in 
wall clock time compared to non-accelerated runs. NVIDIA 
found that it was equally important to ensure that the simu-
lation first exhausted all the benefits from ANSYS, both 

Mesh of IC with inset showing solder balls ANSYS Mechanical solution 
illustrates board deformation.

Uneven stress on solder balls

Pushpin

Pushpin

Pushpins on the PCB hold the integrated circuit (IC) with a passive heat sink to the board. These exert forces, causing the board to bend. 
The uneven stress on the solder balls could cause failure if subjected to certain levels of shock and vibration. The NVIDIA team uses 
ANSYS Mechanical to determine the deflection of the board and stress on the balls to avoid failure.

solver options and conventional CPU-only system resources. 
NVIDIA also examined the impact of using GPU acceleration 
on other Mechanical workloads, varying from 250K DOF to 
roughly 1M DOF, and observed performance benefits across 
many applications. ■
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French consulting firm EURO/CFD offers clients cost-effective, 
flexible access to world-class HPC resources.
By Karim Loueslati, Chief Executive Officer, EURO/CFD, Belfort, France

Among innovative product design and engineering compa-
nies, there is a natural interest in leveraging the power of 
high-performance computing (HPC) environments to sup-
port their simulation needs. HPC offers a pathway for 
delivering results in a faster, more cost-effective manner 
with a greater degree of confidence. However, it is neither 
easy nor inexpensive to build a world-class computing clus-
ter, and many small and mid-sized businesses simply cannot 
afford to make this kind of investment. Even larger organiza-
tions may not be willing to devote increasingly scarce 
budgets to this kind of specialized technology.

To address such issues, EURO/CFD creates cost-efficient 
services in computational fluid dynamics (CFD) with flexible 
HPC resources for companies that rely on simulation to 
analyze and improve their product and process designs. 
Headquartered in Belfort, France — a center for energy, 
automotive and industrial businesses — EURO/CFD is easily 
accessible to customers throughout Europe. The firm 
serves a wide range of clients, including companies in the 
energy, automotive, aeronautics, construction and 
pharmaceutical industries.

EURO/CFD’s mission is to enable customers to focus on 
their core engineering capabilities while relying on the 
firm’s simulation expertise and robust HPC cluster to 
produce high-quality results at a minimal investment of 
time and money. The company employs 15 multilingual 
engineers and scientists who specialize in fluid mechanics 
and heat transfer. 

Known as “Little BIG,” the HPC system at EURO/CFD is 
the largest computing resource of its kind among small and 
medium-sized businesses in France. The cluster consists of 
more than 700 AMD Opteron™/Intel® Xeon® processors, 
operated under Windows® HPC 2008 R2 and 64-bit Linux®. 
A fast InfiniBand® network enables the cluster to perform 
unsteady calculations on models with more than 200 million 
cells. Using ANSYS software to run CFD simulations on this 
powerful cluster, EURO/CFD offers calculation speeds up to 
50 times faster than simulations performed on a typical 
workstation.

This mesh view of first-stage compressor components was part of a 
51-million-cell ANSYS Fluent simulation that EURO/CFD accomplished 
in just three weeks.

Larger model with a full 3-D view of small turbulent structures
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The outcomes from EURO/CFD’s offerings speak for 
themselves. As illustrated in the examples that follow, the 
firm has delivered diverse HPC-enabled simulation results 
to customers across the continent.

Significantly Compressing Analysis Time
EURO/CFD recently used ANSYS Fluent to study both 
quantitative and qualitative characteristics of noise gener-
ated by a first-stage compressor during normal operations. 
To analyze the flow impact on noise, the company’s CFD 
analysts modeled both uniform and distorted air velocity 
fields at the compressor inlet. Because small flow structures 
were under analysis, the Fluent-enabled simulations would 
have to consider very small time intervals. 

Modeling the compressor in a full 360-degree geometry 
and using time steps of less than 10-6 seconds — as well as 
accounting for turbulence — resulted in a mesh with 51 mil-
lion cells, which would require 5,000 CPU-days to solve. A 
typical company with an in-house 50-core cluster would 
need about three months to complete the simulation. 
However, by using 256 cores from the Little BIG cluster, 
EURO/CFD obtained results in just three weeks.

For MARIN (Netherlands Maritime Research Institute), 
EURO/CFD was tasked with applying Fluent to analyze the 
performance of an underwater exhaust system. After calcu-
lation of the dynamic trim, sinkage and wave elevation 
along the vessel with its own potential-flow code (RAPID), 
MARIN wanted to merge these results with the simulation of 
multiphase flow exiting the underwater exhaust. EURO/CFD 
engineers checked the back pressure as a first step and then 
evaluated different scoop designs to minimize this back 

pressure at the interface between the exhaust system and 
seawater. An additional goal of the new design was to direct 
flue gas away from the propeller so it would not interfere 
with the operation of this component.

The 3-D symmetrical model contained 6 million cells, 
and the analysis needed to account for both turbulence and 
multiphase phenomena. EURO/CFD modeled and assessed 
many variations of the scoop design and arrived at an 
answer quickly. Because the CFD model was numerically 
unstable, many solver iterations were needed. Backed by 
the power of the ANSYS CFD solution running on its HPC 
cluster, EURO/CFD was able to apply massive parallelization 
to achieve a significant time reduction, compared with the 
use of typical computing resources.

EURO/CFD applied ANSYS Fluent in an HPC environment to quickly model back pressure 
in an underwater exhaust system. In addition, the design needed to direct flue gas away 
from the propeller. Path lines of flue gas from the exhaust system are shown here.

ANSYS Fluent CFD simulation and EURO/CFD’s powerful HPC resources 
allowed ALSTOM Power to better understand the effects of wind on its 
power plant structures. 
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flow. In the second phase of the simulation, EURO/CFD 
modeled flow over the fins of the heat exchanger using the 
Fluent large-eddy simulation (LES) turbulence model to cap-
ture small coherent structures and solve the acoustic field. 

By using Little BIG in conjunction with Fluent, EURO/
CFD constructed detailed models of these complex heat 
exchanger components while considering very small time 
increments of approximately 10-5 seconds. In all, the EURO/
CFD team used a mesh with 9 million hexahedral cells to 

achieve the high fidelity required 
by this complex simulation, and 
calculated both natural frequen-
cies and sound power levels to 
meet the needs of future clients. 

A New World of Simulation 
Possibilities
As demonstrated by these and 
other real-world examples, high-
performance computing offers 
substantial benefits for researchers 
and scientists performing 

engineering simulations. Technology-intensive HPC environ-
ments, along with innovative computing strategies such 
as massive parallelism, are opening new frontiers by enabling 
engineers to solve incredibly complex problems with 
ease — as well as speed up the solution time for virtually 
every simulation.

One of the biggest hurdles is creating a powerful HPC 
cluster, which represents an investment that many compa-
nies are hesitant to make. By offering a flexible computing 
resource, EURO/CFD expects to introduce more engineering 
organizations to the speed and scale benefits of HPC-
enabled simulations. Working with strategic software 
partners like ANSYS — which continues to improve its 
solutions and tailor them to the needs of HPC environ-
ments — EURO/CFD is opening up a new world of simulation 
possibilities to those businesses that could not otherwise 
participate in the ongoing HPC revolution. ■

In the first simulation phase for a heat exchanger, EURO/CFD used 
ANSYS Fluent to model large coherent structures of turbulent flow.

In a second phase, small coherent structures in the heat exchanger 
were modeled using Fluent. These two phases resulted in a 
numerically large, high-fidelity simulation challenge.

Streamlining Numerically Large Simulations
EURO/CFD’s investment in its Little BIG cluster has not only 
paid enormous dividends in terms of computing speed, 
but it has enabled the firm to tackle numerically large 
simulations that would represent a nearly insurmountable 
challenge for the typical engineering department.

ALSTOM Power asked EURO/CFD to model the effects of 
wind on the performance of several hundred air cooler 
condensers (ACCs) installed at one of its power generation 
plants. Each ACC is composed of large 
fans rotating at low frequency, which 
are extremely sensitive to distortions 
in air velocity at the inlet. Studying wind 
effects meant modeling hundreds of indi-
vidual ACCs as well as all the associated 
small support structures to determine 
their impact on performance. 

Solving equations for turbulence and 
energy required about 25,000 iterations 
for each steady-state case to converge. 
Furthermore, EURO/CFD was challenged 
to perform calculations on a large model 
consisting of 71 million cells while considering several 
hundred boundary conditions.

Relying on the computing breadth and depth of its HPC 
cluster, EURO/CFD ran these numerically complex simula-
tions in a time- and cost-effective manner. The result was 
new insights into both wind effects and temperature varia-
tions around the individual ACCs and around the overall 
power plant geometries.

EURO/CFD also counts several heat exchanger manu-
facturers among its customers. Recently this opportunity 
allowed EURO/CFD to launch an internal R&D program. The 
aim was to determine both quantitative and qualitative 
characteristics of the noise generated by pipes of a finned-
tube heat exchanger.

First, EURO/CFD used a transient Fluent model and 
employed the k-ε turbulence model to evaluate large 
coherent structures with low frequencies in the turbulent 

EURO/CFD constructed a geometrically complex 
heat exchanger model that included 9 million 
individual hexahedral cells. Detail of the model is 
shown here in mesh view. 

HPC: CFD CONSULTING
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Zitron trusts engineering simulation to meet evolving needs 
in tunnel ventilation system design.
by Ana Belén Amado, Mining Engineer, Zitron, Gijón, Spain 
Carlos García, Technical Services Manager, and Roberto García, Business Development, ANSYS, Inc.

Since tunnels are integral to worldwide transportation 
networks, it is critical to ensure their proper ventilation and 
safety. A tunnel ventilation system must provide acceptable 
air quality for people who are traveling through or working 
in the tunnel; it also must enable safe evacuation in an 
emergency. Simulation of tunnel ventilation systems is 
challenging due to the complex physics involved as well as 
the large domain sizes required for tunnels that may run 
several kilometers in length. 

Comparison with physical testing results shows that 
computational fluid dynamics (CFD) can accurately simulate 
flow patterns and pressure drop in tunnels of any length. 
Zitron in Spain — a leader in designing and building tunnel 
ventilation systems that ensure fire safety and air quality for 
both travelers and crew — has comprehensive experience 
with CFD. This expertise provides a differentiating factor 
in winning new tunnel ventilation contracts and in 
developing designs that perform better than those from 
similar organizations. Zitron has more than 45 years of 
experience in the tunnel ventilation industry and has 
successfully delivered hundreds of systems, including high-
profile tunnel projects such as the Guadarrama in Spain, the 
San Gottardo in Switzerland and the Rennsteig in Germany. 
Zitron also has supplied more than 100 Madrid metro 
stations with emergency ventilation systems.

Because of the complexity of these systems, it is difficult 
and expensive to build and test scale models to evaluate 
potential ventilation system designs. The ventilation system 
can impact the tunnel’s cross section, shape, alignment, 
number and size of ventilation devices, and overall civil 
engineering works required for construction. Simulation 
makes it possible to evaluate the performance of alternative 
configurations and to determine how the system should be 
operated under normal and emergency conditions — all in 
less time and at a lower cost than with physical testing.

Calle-30 bypass tunnel (Madrid) exhaust vertical fans: 
diameter 2,800 mm   power per unit 630 KW
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Zitron uses ANSYS Fluent CFD software because the 
tool provides the exceptionally wide range of physical 
models needed to accurately predict tunnel ventilation 
system performance. Furthermore, the technology scales 
with increasing processor nodes to reduce time to solution 
by several orders of magnitude. The company’s first appli-
cation, a decade ago, involved estimating pressure drop 
across a ventilation circuit. After that, Zitron quickly 
advanced to full-scale tunnel simulations up to several 
hundred meters in length. Researchers validated these full-
scale studies with velocity measurements for many roads, 
metros and railway tunnels. These early simulation results 
were in such good agreement with field measurements that 
Zitron now uses fluid dynamics software as its primary 
design tool to provide insight into the performance of 
proposed ventilation systems. Extensive validation of the 
software results has secured Zitron’s position as a leader in 
tunnel simulation.

Zitron uses fire simulations to assess the quality of 
longitudinal ventilation. Engineers define a fire growth 
model within the tunnel in a location strategically chosen to 
account for worst-case conditions. A number of longitudinal 
fans, located in series along the tunnel, are activated with 
a delay of 60 seconds from fire ignition. The simulation 
predicts the fans’ ability to drive smoke toward one of the 
exits. The tunnel should be smoke-free within a target time 
period, usually about 600 seconds. Other key simulation 
outcomes are velocity distribution and temperature maps 
along the tunnel.

Tunnel geometries are usually fairly standard with a 
constant cross-sectional area. The primary design variables 
are the position and capacity of the fans and the location 
and size of the possible fire. Because Zitron’s CAD software 
is integrated with the Workbench platform, any change to 
the design model is automatically updated in the simu-
lation model. Workbench makes it easy for Zitron engineers 
to perform parametric simulations consisting of a series of 
runs with varying values of one or more design parameters, 
such as the number of fans, distance between them and 
fire location.

Because of the length of the tunnels, meshing is critical. 
In vital areas, such as the fire location and upstream/down-
stream of the fans, the mesh must be quite fine to accurately 
capture the physics. In other areas, cells can be larger to 
reduce the total cell count. Zitron has performed several 
sensitivity analyses to understand the effects of cell size 
and cell type on the solution. Researchers concluded that 
structured meshes should be used to align cell orientation 
with flow direction to avoid numerical diffusion. A cell size 
of 0.25 meters in the proximity of the fire location has been 
shown to provide accurate velocity and temperature 
gradients. Cells are stretched to a maximum of 5 meters in 
length between fire locations and fans, since flow is aligned 
with the mesh in those areas. The sweep and MultiZone 
meshing methods available within Workbench permit 
structured hexahedral meshing with minor user input, 
and both cell size and cell growth can be enforced through 
local meshing.

Smoke concentration using volume rendering, Metro of Málaga tunnel in southern Spain
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Accurate simulation of a tunnel ventilation system today 
typically requires about 1 million cells per kilometer of 
tunnel. High-performance computing and recent advances in 
parallel algorithms have enabled quasi-linear scalability of 
fluid dynamics calculations. Continual development in both 
hardware and Fluent software have contributed — and will 
continue to contribute — to solving more-complex and 
higher-fidelity tunnel safety applications. High-performing 
hardware allows the clustering of processing units in a cost-
effective manner, while more-efficient computational 
methods permit prediction of more-complex physical 
phenomena in larger and longer tunnels. The end result 
is accurate simulation of larger problems in less 
computational time.

Zitron engineers set boundary conditions to define 
domain limits, fan velocity and fire characteristics. They 
assign tunnel walls an adiabatic behavior and set pressure 
levels for tunnel exits based on their altitudes. The fan 
velocity can be defined in different ways, such as a com-
bination of positive and negative inlets, a volume with fixed 
velocity, a source term, or via the fan boundary condition 
available within Fluent software. Any way of defining fan 
velocity provides the same outcome, but fixed velocity and 
source terms usually are preferred because they ensure both 
mass and heat transfer.

One of the key boundary condition inputs is fire power 
and smoke sources or contaminants. The Zitron team has 
compared several approaches, from the simpler heat and 
mass source terms to the more sophisticated reaction mech-
anism. Results from both strategies have proved to be in 
very good agreement, provided the fire volume obeys the 
ratio of 1 Megawatt per cubic meter. For convenience, a heat 
source and combustion product source generally are used 
for the simulations.

Turbulence modeling is important. Zitron has assessed 
several Reynolds-averaged Navier–Stokes models but has 

observed that the k-ε realizable model more accurately 
describes flow patterns and heat transfer in tunnel venti-
lation applications.

Smoke propagation is calculated with a time-marching 
scheme. The standard approach for transient simulations is 
an iterative time-advancement scheme (ITA). For a given 
time step, all equations are solved iteratively until conver-
gence criteria are met. Advancing the solutions by one time 
step normally requires a number of outer iterations and, 
consequently, a considerable amount of computational 
effort. Fluent 6.2 included a noniterative time advancement 
(NITA) scheme, which has been improved in subsequent 
releases. Only a single outer iteration per time step is 
needed, which speeds up transient simulations by a factor 
of between two times and five times.

Although the total fire power can be adjusted to 
artificially compensate for the impact of radiation, the 
accurate calculation of wall temperature in the vicinity of 
the fire should incorporate radiation modeling. Radiation 
from fire-localized heat sources is not simple to characterize, 
since wall surfaces and fluid components, such as smoke, 
are part of the radiation. The discrete ordinates model 
is the preferred choice as it can describe localized heat 
sources while considering participating media with multi-
band properties. Historically, this model was available with 
only ITA schemes slowing the overall computational time. 
With the latest Fluent version, the discrete ordinates model 
application has been extended to NITA schemes, making it 
possible to increase the speed of the single iteration per 
time step method.

Zitron obtains reliable insight into the performance of 
ventilation systems with ANSYS CFD, and the software 
has kept pace with the company’s evolving simulation 
needs. Zitron’s comprehensive experience with CFD has 
provided the company with a major competitive advantage 
in tunnel fire-safety engineering. ■

Smoke concentration for Dubai Metro Flow pathlines of hot smoke gases
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Low Power, 
High Performance
The acquisition of Apache increases ANSYS capabilities for 
designing low-power electronics devices while satisfying 
ever-increasing performance requirements.   
By Aveek Sarkar, Vice President, Product Engineering and Support, Apache Design, Inc.

When Andrew Yang founded Apache Design Solutions in 
2001 along with three researchers from HP Labs, he realized 
that as chip design engineers strived to meet the goal of 
increased device miniaturization (in accordance with 
Moore’s Law, which states that the number of transistors 
and resistors on a chip doubles every 18 months), they 
would eventually hit stumbling blocks. Success in the end 
would depend on how well chip design engineers managed 
power consumption, power delivery and power density of 
their designs. It would also depend on how well they 
navigated the fragmented, silo-based electronic design 
ecosystem and worked cohesively to achieve competitive 
differentiation and cost reduction for their end products. 

As engineering teams struggled to control power 
consumption in smartphone, tablet and hand-held devices, 
they used various architectural and circuit techniques, 
including reduced voltage supply. These techniques made 
circuits more vulnerable to fluctuations and anomalies, 
either during manufacturing or operation. Before the release 
of Apache’s first (and flagship) product, RedHawk, in 2003, 
chip design engineers relied on approximations and DC 
(static) analysis methods that are insufficient for predicting 
fluctuations coming from the interaction of the chip with its 
package and board. Due to the lack of existing solutions and 
associated methodologies, chip, package and system design 
teams worked in isolation, typically resulting in overdesign, 
increased costs, or failures leading to product delays. 

The launch of RedHawk addressed several of these 
issues, providing the industry with its first dynamic power 
noise simulation technology. For the first time, chip 
designers could simulate their entire design, along with 
the package and board, and predict its operation prior to 
manufacturing the parts. Apache’s RedHawk introduced the 
industry to several key technologies that have become 
increasingly relevant, advances that are still unmatched 
more than 10 years later. These technologies, several of 
them patented, include:
• Extraction of inductance for on-chip power/ground 

interconnects, in addition to their resistive and 
capacitive elements

• Linear model creation of on-chip MOSFET devices 
through the use of Apache Power Models

• Automatic generation of on-chip vectors using a 
VectorLess™ approach

• Simultaneous analysis of multiple-voltage domains 
handling billion-plus node matrices and considering 
various operating modes on the chip such as power up, 
power down, and so on.  

ANSYS simulation technologies 
address complex multiphysics 
challenges and enable Simulation-
Driven Product Development. As 
semiconductor devices pervade 
every aspect of our lives, in cars, 
smartphones and smart-meters, 
their impact on the end systems 
(and vice versa) is becoming a key design challenge for 
our customers. The combination of Apache’s chip-level 
power, thermal, signal and EMI modeling solutions, 
along with ANSYS package and system electro-
magnetic, thermal/fluids and mechanical simulation 
platforms, will enable faster convergence for the next 
generation of low-power, energy-efficient designs. 
Together with our joint teams, I look forward to solving 
our customers’ design challenges, such as those 
associated with high-speed signal transmission, 
stacked-die design integration, and automotive and 
mission-critical electronic system reliability validation. 
We remain committed to our customers’ success 
by providing consistent support and delivering 
continuous technology innovation in all our products 
and platforms.

Andrew Yang
President
Apache Design, Inc.

ELECTRONICS
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In its debut year, RedHawk received EDN magazine’s 
Innovation of the Year Award (2003). RedHawk’s first-in-
class technologies, built on best-in-class extraction and 
solver engines, has led to its adoption as the sign-off 
solution of choice by electronic system designers around the 
world for power noise simulation and design optimization. 
To round out the portfolio, Totem software was launched 
to meet the distinct needs of analog, IP, memory
and custom-circuit design engineers for power noise and 
reliability analysis. 

The introductions of Chip Power Model (CPM) technol-
ogy and the Sentinel product family in 2006 were seminal 
events in Apache’s history. For the first time, chip designers 
could create compact SPICE-compatible models of their 
chips that preserved time and frequency domain electrical 
characteristics of the chip layout. This model soon became 
the currency for the exchange of power data enabling chip-
aware package and system analysis. For this industry 
contribution, Apache again received EDN magazine’s 
Innovation of the Year Award (2006).

The success of smart hand-held devices depended on 
how efficiently designers could squeeze increasing function-
ality within much smaller form factors while managing to 

meet the end device’s power budget. Apache’s acquisition of 
Sequence Design in 2009, and the introduction of the 
PowerArtist platform, addressed chip designers’ growing 
need to simulate designs very early during the design phase, 
when architectural definitions are created using register 
transfer level (RTL) descriptions. PowerArtist enables 
accurate and predictive RTL-based power analysis and helps 
to identify power bugs and cases of wasted power consump-
tion in the design. This simulation-driven design-for-power 
methodology allows engineers to address the growing gap 
between device power consumption and the maximum 
allowed power in end electronics systems.

Increasing functionality requirements in smaller form 
factors have accelerated the adoption and use of advanced 
technology nodes such as 28 nanometer (nm), or even 
22nm. The logic operations performed in a chip result in a 
flow of current in various interconnects on the chip. But the 
wires and vias fabricated using advanced technology nodes 
cannot sustain increased current levels and are at risk for 
field failures. Additionally, MOS devices and on-chip inter-
connects are increasingly susceptible to failures from high 
levels of current flow resulting from an electrostatic 

Apache product/company timeline

Apache Design Solutions
Founded

Released RedHawk
First Dynamic Power Integrity

Platform for SoC Acquired
Optimal Corporation

Acquired
Sequence Design, Inc.

Acquired
by ANSYS

Released Sentinel
First Power and Noise Integrity
Platform for CPS Convergence

Released Pathfinder
First ESD

Integrity Solution

Released Totem
First Power and Noise Integrity

Platform for Analog/Mixed-Signal
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The Apache simulation ecosystem brings semiconductor foundry, IP providers, system-on-chip (SoC) design houses, package vendors 
and system integrators together.

discharge (ESD) event. To address this growing design 
challenge, Apache introduced PathFinder, the industry’s 
first full-chip-level, package-aware ESD integrity simu-
lation and analysis platform. PathFinder enables designers 
to predict and address ESD-induced failure they would other-
wise not be able to identify until very late in the product 
design cycle. Apache’s PathFinder received EDN magazine’s 
Innovation of the Year Award (2010). 

As a company, Apache’s revenue increased three times 
from 2006 to 2010, underscoring the strong adoption of its 
products and technologies by semiconductor and system 
design companies worldwide. Apache’s achievements were 
recognized by Deloitte Technology’s Fast 50 Award in 2008 
as being among the top 15 fastest-growing software and 
information technology companies in Silicon Valley. The 
following year, Apache received Deloitte’s 2009 Technol-
ogy Fast 500 Award, honored as one of the fastest-growing 
technology companies in North America. 

Apache employs a significant number of R&D and 
application engineering personnel dedicated to solving 
power noise and reliability challenges for chip–package–
system designs. The R&D team focuses on consistently 
delivering first-in-class technologies and best-in-class 
engines to meet the capacity, performance and accuracy 

requirements that customers (which include the top 20 
semiconductor companies, as measured by revenue in 
2010 according to iSuppli) demand.

Apache’s innovative product platforms create an 
analysis environment that brings together the disparate 
design teams that make up the ecosystem delivering 
today’s electronic systems. These product platforms create 
user-friendly, compact models that enable data sharing 
and integrated  design flows, fostering closer collaboration 
among design teams — such as between automotive or 
communications system companies and their IC suppliers, 
or IC design firms and their foundry or ASIC manufacturing 
partners.  

Apache filed for an initial public offering under the 
symbol APAD in March 2011. On June 30, 2011, ANSYS, 
Inc. signed a definitive agreement to acquire Apache, and 
on August 1, Apache Design, Inc. became a wholly-owned 
subsidiary of ANSYS. The arrangement brings together 
best-in-class products that drive the ANSYS system vision 
for integrated circuits, electronic packages and printed cir-
cuit boards. The complementary combination is expected 
to accelerate development and delivery of new and innova-
tive products to the marketplace while lowering design and 
engineering costs for customers. ■
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Multiphysics-based simulation reduces transformer size, cost and noise.
By Bogdan Ionescu, Principal Engineer, Pennsylvania Transformer Technology Inc., Canonsburg, U.S.A.

PTTI produces a wide range of sizes and types of single- 
and three-phase power transformers and voltage regulators 
for investor-owned electrical utility, public power, munici-
pal power and industrial markets. PTTI looks at transformers 
as electromagnetic-centric multiphysics devices in which 
the electromagnetic field distribution simulation is of 
primary importance. Second-order consequences of electro-
magnetic fields such as force density distribution and power 
loss density distribution are also important. These produce 
effects that define many of the main manufacturer-
guaranteed characteristics, such as behavior during a 
short circuit, behavior during exposure to geomagnetically 
induced currents (GICs) due to solar flares, seismic 
behavior, acoustic behavior, and thermal response to 
normal loads and overloads. These characteristics have a 
major effect on the lifetime of the transformer, which is 
often an investment worth a few million dollars. 

Electromagnetic Field Simulation
The first step in simulation is to bring the geometry from 
AutoCAD® Inventor® into the ANSYS Workbench environ-
ment for pre-processing. PTTI engineers finalize the setup to 
accurately reflect the customer’s acceptance testing and 
applicable IEEE® standards. PTTI has found ANSYS software 
to be the only toolset with the breadth to accurately 
simulate most aspects of transformer design prior to 
the manufacturing stage. The engineer enters material 
properties for key transformer components, such as the 

Power Play
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In the power transformer industry, design engineers face the 
challenge of developing complex next-generation power 
transformers within demanding time frames. Some of the 
intricacies cannot be addressed using customary empirical-
based standards or even traditional thinking. Pennsylvania 
Transformer Technology Inc. (PTTI) has developed a new 
multiphysics-based simulation-driven design methodology 
that reaches across physics, across engineering disciplines, 
and across departments to optimize transformer design. 
Multiphysics-based simulation-driven development using 
software from ANSYS enables PTTI engineers to efficiently 
evaluate many alternatives within multiple domains, 
conduct what-if studies, predict transformer behavior in 
real-life operating scenarios, and optimize final designs. 
Simulating systems allows engineers to optimize the design 
of cores, windings, tanks and other components to reduce 
size and cost while ensuring that the unit meets all design 
requirements, including the ability to withstand surges 
and short circuits while avoiding excessive temperatures 
and reducing noise. 

Transformer from Pennsylvania Transformer Technology

POWER
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Magnetic flux density distribution in magnetic shunts

winding material, cellulose-based 
insulation components and mineral oil, 
using ANSYS Maxwell low-frequency 
electromagnetic field simulation 
software. Excitations and boundary 
conditions are specified based on a 
predetermined voltage distribution 
designed to stress the insulation 
barriers. Design variables are often 
parameterized to enable the software 
to generate optimized values. The solution process is auto-
matic and includes adaptive mesh refinement to the 
specified level of accuracy.

Engineers visualize the electromagnetic field distribu-
tions generated by the most stressful combination of input 
conditions. Based on the field lines spectrum, the team 
evaluates the strength of the oil gaps portion of the insula-
tion system, calculates safety factors and compares them 
with design guidelines. Long before the physical windings 
are built and placed on the legs of the magnetic core, 
engineers virtually test the most demanding combinations 
of excitations. This occurs while minimizing the usage of 
cellulose-based insulating material as well as the clearances 
between windings and, at the same time, maintaining the 
insulation system’s required safety factor. The components 
comprise relatively expensive materials, so PTTI can achieve 
substantial cost savings in most cases.

For example, during a recent 
design review, PTTI presented a 
500 KV design to a prospective 
customer. Simulation analysis 
provided insight into how to expand 
existing design limitations and to 
optimize the configuration of the 
insulation system while reducing 
overall size by 2 feet in length and 
1.5 feet in both height and width. 

The resulting design uses less steel and oil and, thus, is less 
expensive to build and operate — yet it offers equal 
performance to competitors’ products.

Reducing internal clearances typically brings windings 
and associated magnetic fields closer to steel parts, which 
can lead to additional eddy current power losses. One way 
to control the power loss at relatively low levels is to protect 
exposed metallic parts from the effects of stray fields 
using magnetic shunts. The shunts are made of bundles of 
silicon steel laminations that shield the mild (carbon) steel 
in tank walls and core frames from magnetic fields. This 
controls and minimizes the overall power loss in mild 
steel components, since the specific loss of silicon steel 
laminations is relatively low.

Calculating the power loss density distribution in mild 
steel components is challenging because at 60 Hz the 
magnetic field is mostly distributed on the surface instead 

Simulating systems allows engineers to optimize the design of 

cores, windings, tanks and other components to reduce size and 

cost while ensuring that the unit meets all design requirements.

Electric field distribution between two adjacent high-voltage windings

230 KV transformer CAD model
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of fully penetrating the steel. When combined with the irreg-
ular shapes of many mild steel components and significant 
power loss inside the transformer, this creates modeling 
difficulties. PTTI uses a proprietary approach to create and 
solve the Maxwell model. The finite element model’s overall 
size can reach 5 million nodes for average-size power trans-
formers and even more for very large units. 

Frames made of less-expensive mild steel can overheat 
when exposed to excessive stray flux. It is customary to 
protect them with shunt bundles made of silicon steel 
laminations similar to those used to protect tank walls. 
Design engineers use simulation to optimize the lamination 
bundle thicknesses so they do not saturate at peak load.

For units that are to be installed in geographical areas 
susceptible to GICs, simulation helps to determine the dis-
tribution and magnitude of eddy currents induced in tank 
walls and other massive pieces of steel inside the tank. 
GICs are caused by space weather events that induce 
changes in the earth’s magnetic field and, in turn, generate 
low-frequency currents in transformer windings. Simulation 
ensures that steel parts do not experience excessive heating 
and that combustible gases are not produced inside the 
unit. PTTI engineers use analysis to study local effects, such 
as hot-spot temperatures on core frames, end guides, 
magnetic shunts or lock strips. The design team applies an 
ANSYS software feature that automatically maps the power 
loss density distribution from Maxwell to the ANSYS 
Mechanical thermal mesh for use as the thermal boundary 
condition. The thermal solution determines the tempera-
tures at every point in the solution domain.

PTTI has validated its simulation results with physical 
measurements. The power loss in eddy current simulations 
compares within 5 percent to 8 percent with stray loss 
power in models with millions of finite elements. Calculated 
temperatures for end guides, lock strips and transformer 

frames is normally within 4 percent of measured data from 
fiber-optic probes.

Structural Simulation
ANSYS Mechanical structural simu-
lations range from stresses caused by 
“pull vacuum” test on the whole unit to 
short-circuit forces, vibration modes of 
core and tank with implication on the 
noise generation, to complex seismic 
analysis of power transformers and 
circuit breakers.

For example, customers sometimes 
require low-noise units for residential 
areas. The main noise sources are 
magnetostrictive vibrations of core lam-
inations and movements of coils and 
other structures due to Lorentz forces. 
These vibrations propagate through the 
oil inside the tank and represent the 
main audible noise cause. Thus, it is 
important to study the vibration modes 
of the core, tank and other subassem-
blies while designing such special units. 

The vibration from the core due to 
magnetostriction contains a 120 Hz 
component and harmonics, while the vibration from the 
windings has mainly a pure 120 Hz tone if currents in the 
windings themselves are free of harmonics. Since the goal is 
to avoid vibrations from the core, windings, and other parts 
that excite the structure’s natural vibration modes, mea-
sures can be taken to reduce the harming effects of 
resonances, such as moving or strengthening the tank 
braces or adding new braces. 

A number of customers require seismic analysis of 
power transformers and circuit breakers in accord with IEEE 
standards. PTTI engineers perform modal analysis followed 

Eddy currents induced by stray fields in tank walls

Temperature 
distribution in 
coupled ANSYS 
Mechanical model

Modal analysis of transformer tank
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by a response spectrum simulation in which the acceleration 
versus frequency spectrum is applied on the x, y and z axes 
concurrently, with the results of this dynamic analysis then 
combined according to an SRSS algorithm.

Fluid Flow Simulation
Recently, PTTI acquired the ANSYS Fluent computational 
fluid dynamics (CFD) package that allows use of eight 
parallel processors in solving large models. The team is 
using the software to better understand oil flow patterns 
inside transformers and radiators with expectations of 
improving cooling system performance and reducing the 
cost of heat exchange system components.

Management and design engineers apply their simu-
lation toolset to meet the many challenges of transformer 
development. PTTI’s new methodology integrates the 
traditional workflow of electromechanical design with a 
state-of-the-art simulation environment based on ANSYS 
software. The use of multiphysics numerical modeling 
wherever possible greatly enhances calculation accuracy. 
The result is that PTTI can evaluate many alternatives that 
provide substantial performance improvements prior 
to manufacturing. ■

ANSYS Fluent simulation shows velocity contours of oil 
in radiator fins and air flow around radiator.
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One major concern for power plant designers is a disruptive event 
that may interrupt energy generation.
By Roberto Silva de Oliveira, Mechanical Engineer, and Tarcisio de Freitas Cardoso, Civil Engineer, Eletronuclear S.A., Rio de Janeiro, Brazil
Vítor Lopes Pereira, Chemical Engineer, and Luiz Gustavo Del Bianchi da Silva Lima, Mechanical Engineer, ESSS, Rio de Janeiro, Brazil
Bence Gerber, Lead Product Manager; Chris Quan, Lead Technical Services Engineer; and Missy Ji, Technical Services Engineer, ANSYS, Inc.

Building a Safer 
Power Plant

It is impossible to protect structures 
from all man-made and natural 
hazards. However, assessing the 
possible damage caused by a defined 
hazard enables stakeholders to make 
informed decisions about the kinds 
and number of design changes needed. 
As part of licensing procedures in place 
throughout most of the world, utilities 
such as power producers are required 
to carefully analyze and understand 
the damage and subsequent effects of 

these hazards to their 
power plants and how 
to effectively protect 

these structures. Using modern simu-
lation tools from ANSYS, Eletronuclear 
S.A. worked with ANSYS channel 
partner ESSS to efficiently simulate 
potential damage caused by a hypo-
thetical external explosion to a 
Brazilian nuclear power plant (NPP).

Eletronuclear S.A. was created in 
1997 to construct and operate Brazil’s 
ANGRA 1, ANGRA 2 and ANGRA 3 
nuclear power plants. ANGRA 1 and 
2 plants are operational; when 
completed, ANGRA 3 will have the 
capacity to generate 1,350 Megawatts 
of power, making a major contribution 

POWER GENERATION

to Brazil’s power grid. The hazard 
studied for this case was a postulated 
explosive detonation at the highway 
close to the plant. For the scenario, 
engineers determined the maximum 
overpressure caused by the explosion.

An explosion produces sudden 
changes in pressure, which in turn 
generate a high-pressure wave, referred 
to as a blast wave. Engineers used 
ANSYS Autodyn software to model the 
initiation of the blast wave from a 
specific amount of explosive. The blast 
wave propagation and resultant 
pressure loading on the power plant’s 

ANGRA nuclear power plant

ANGRA 3 site plan

Satellite view of Brazil’s ANGRA plant site

© 2011 Google
© 2011 Maplink/Tele Atlas
Image © 2011 GeoEye

im
ag

e 
©

 iS
to

ck
ph

ot
o.

co
m

/w
sf

ur
la

n



ANSYS Advantage  •  Volume V, Issue 3, 2011   /  35www.ansys.com

buildings are influenced by the 
reflection of waves on the terrain and 
the distance from the source to 
the plant. Using Autodyn, engineers 
from Eletronuclear S.A. predicted the 
severity of pressure waves that the 
explosion would cause.

Autodyn is used to simulate short-
duration shock and impact events. It is 
a finite element program, based on 
first principles, that uses explicit time 
integration to solve the conservation 
equations of mass momentum and 
energy. Usually this technology is used 
to gain insight into key physical phe-
nomena for problems that involve large 
deformations, material failure and 
fluid–structure interaction. Separate 
solvers built into Autodyn utilize the 
most effective solution method, based 
on the response, of rigid or deformable 
solids and fluids. Additional tools 
enable portions of the problem to be 
solved in one or two dimensions to 
speed up the calculation [1,2,3]. 

When running a simulation, the 
geometric model that represents the 
real problem is discretized into meshed 
elements, also called zones. Meshing is 

a critical part of the problem setup as 
the element size controls the accuracy 
of the results as well as computing 
efficiency. Small elements yield higher 
accuracy but longer running times; 
the analyst must balance these two 
opposing demands to obtain accurate 
results within a reasonable time frame.

The initial stage of the explosion 
was simulated in Autodyn with the 
multi-material fluid (Euler) solver. With 
this tool, different types of materials — 
in this case, explosive (basically solid), 
air and gas byproducts of explosives 
— are all modeled in the same region. 
Once all the explosives were detonated, 
the Euler FCT solver came into play. This 
method simulates the response of ideal 
gases with second-order accuracy very 
quickly. (Two seconds of problem time 
were run.) The geometry of the problem 
allowed engineers to simulate the initial 
portion in two dimensions, then map 
the results into full three-dimensional 
problem space. This method provided an 
additional reduction in computing time.

Because running problems in 3-D 
requires the greatest amount of 
computational time, the team used a 

Isopressure of blast near plant

separate series of simulations to deter-
mine the largest element size 
(approximately 3 meters) that would 
still predict the correct overpressures 
when compared to analytical results. 
To further speed up calculations, engi-
neers used rigid materials for the 
terrain and power plant buildings. 
Even with these optimizations, the 
problem size was very large — approxi-
mately 3.5 million elements — and the 
problem time was quite long for 
explicit-type solutions. The calculation 
took approximately 12 hours to run on 
a Dell Latitude™ E6410 laptop.

The results showed that the ANGRA 3 
plant could survive the explosion 
without damage. The Eletronuclear 
S.A. team gained insight into how to 
mitigate damage from larger explo-
sions; it also obtained required 
clearances for plant licensing and con-
struction without the need to perform 
expensive experiments. The flexibility 
of the ANSYS Autodyn program enabled 
Eletronuclear S.A. to complete the proj-
ect on time and to contribute to the 
plant’s safety. The plant is scheduled to 
begin operations in 2015. ■
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ANALYSIS TOOLS

When designing frames for premium bicycles, engineers 
must take into account a large number of characteristics, 
including strength, stiffness, weight, durability, ease of 
manufacture, type of bike and rider preference. Frames can 
be constructed from metals such as steel, aluminum or 
titanium, or they can be made of composite materials that 
are based on carbon fiber. Traditionally, use of conventional 
simulation in the bike industry has been limited to the 
metallic materials. However, scientists at the Institute for 
Lightweight Structures (IST) at Germany’s Chemnitz 
University of Technology used engineering simulation 
to successfully identify the stresses for a carbon-fiber– 
reinforced mountain bike frame for GHOST Bikes GmbH — 
builders of premium bikes of all classes and categories. The 
research team used ANSYS Composite PrepPost software to 
analyze potential failure within the complex lightweight 
structure.

Carbon-fiber–reinforced polymer (CFRP) is an increas-
ingly popular material for mountain bikes due to its 
lightweight characteristics and ease of manufacturability. 
In addition, fibers can be oriented to better withstand 
loads and provide weight-efficient parts with high stiffness 
that will increase the overall stiffness of the frame — a 
desirable characteristic. To optimize the use of materials and 

ANSYS Composite PrepPost assists in efficient, cost-effective design 
of a carbon-fiber–based bicycle frame.
By Lothar Kroll, Full Professor; Joerg Kaufmann, Research Assistant; and Norbert Schramm, Research Assistant  
Institute for Lightweight Structures, Chemnitz University of Technology, Chemnitz, Germany

to determine fiber orientation, complex calculations and 
numerical simulation methods are required. Conventional 
composite simulation programs usually require additional 
work to define fiber orientations and plies. 

Composite PrepPost software, integrated within the 
ANSYS Workbench environment, takes advantage of out-
standing features and solver technologies from ANSYS. This 
technology substantially simplifies analysis of CFRP structures 
using innovative modeling and analysis capabilities.

Assessment of Load Cases 
To perform an effective numeric simulation, the engineer 
needs to determine the exact loads, boundary conditions 
and acceptable stress levels for a given component. The 
technical requirements and corresponding test procedures 
are defined by standards from the German Institute for 
Standards (DIN EN 14766 
and DIN Plus for mountain 
bikes). However, these 
norms do not consider all 
possible loads the struc-
ture experiences, so IST 
developed the current 
research projects to 
expand the scope of these 
tests. The IST team 
defined three major load 
cases that use increased load levels and consider brake 
loads, saddle loads and handlebar loads. 

Engineers at IST created a model of the bicycle frame 
with Pro/ENGINEER® Mechanism Design Extension (MDX). 
They used simulation to investigate transient loads as 
well as seven quasi-static loadcases. To optimally define 
the local material properties, they further sliced the frame 
into components using ANSYS DesignModeler software. The 
final verification of the simulation model was made using 
strain gauges and a test rig at GHOST Bikes. 

HTX Lector Team mountain 
bike from GHOST Bikes

Segmented model of bicycle frame

Strain gauges used for testingSeat Stays Top Tube
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With ANSYS Composite PrepPost, the stiffness and 
resistance characteristics of fiber-reinforced bicycle 
components can be optimally adapted to meet design 
requirements; furthermore, design efficiency is 
significantly improved. Compared to typical trial-and-error 
development methods used in the bicycle industry, the 
number of cost- and time-intensive physical prototypes was 
greatly reduced. ■

This article was originally published in German in Infoplaner 
magazine from ANSYS channel partner CADFEM.

Definition of zero-degree fiber direction with help of a 
combination of Cartesian coordinate systems

Laminate configuration pre-designed using ESAComp (left) and corre-
sponding definition in ANSYS Composite PrepPost software (right)

Simulation in ANSYS Composite PrepPost 
Researchers transferred the model they created to 
Composite PrepPost using Workbench. For defining specific 
composites in the bike’s frame, Composite PrepPost offers a 
variety of capabilities for both pre- and post-processing 
composite structures. The material definitions, including 
parameters required for a failure analysis, can be manually 
input or imported from a material library, such as the one 
available in ESAComp software (from Componeering Inc.) 
for analysis and design of composites. These material 
definitions can define fabrics, laminates or sublaminates 
(a combination of fabrics and laminates) with various 
properties, including thickness and fiber orientation. 

For the failure analysis of the bike frame, the IST team 
compared 16 laminate configurations to standard carbon 
fiber for very high stiffness and resistance. The material 
assignment for the simulation model was applied on 
oriented sets. These groups of elements could overlap. For 
each group, the team defined the global draping directions 
as well as the definition of the zero-degree angular 
direction. Using Composite PrepPost made it possible to 
adapt the fiber direction for each element group using a 
smart combination of Cartesian, cylindrical or spherical 
coordinate systems.  

The post-processing capabilities of Composite PrepPost 
are impressive: The large number of state-of-the-art failure 
criteria available as well as the ability to perform layer-wise 
analysis of the results allow the user to identify critical 
areas along with the load case for which failure might occur. 
Moreover, the use of the Cuntze and Puck criteria allowed 
the team to predict failure in the most critical areas. 
Engineers investigated several variations of the design 
using different configurations of plies. As a result of the 
simulations, the team designed an optimized frame that 
was able to meet the stiffness requirements but would be 
cheaper to manufacture than the initial design.

Inverse reserve factor using Cuntze failure criteria; critical areas in red Inverse reserve factor of optimized design
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Simulating the entire power supply system helps to develop 
the latest technology for charging mobile electronic devices.
By Kazuhiro Kadota, Senior Marketing and Business Development Engineer, ANSYS, Inc.

Designing Wireless 
Power Supply Systems

Our mobile, wireless, connected world depends on 
batteries. The power for phones, laptops, cameras, MP3 
players and other modern electronic devices is drawn from 
small rechargeable batteries. All too often, recharging the 
battery for each device requires digging through a large and 
jumbled collection of cables and chargers to find the right 
one. New technology is changing how we recharge by 
eliminating the need for these cables and multiple chargers. 
A number of promising new wireless power supply technolo-
gies will allow consumers to quickly, easily and efficiently 
charge their battery-powered devices without cables.

Most common types of wireless power supply systems 
utilize microwaves, electric field coupling, inductive 
coupling (transfer) or magnetic resonance methods. Each 
type has its strengths and weaknesses, but all show promise 
as alternatives to chargers and cables. 

The most familiar technology — and one that is already 
in use in a number of household devices, such as electric 
toothbrushes and cordless phones — utilizes the inductive 
transfer, or coupling, method. However, inductive coupling 
is not very suitable for applications that involve significant 
power transfer over a distance. 

Another method for charging small portable devices 
uses magnetic resonance. This technique enables the 

transmission of more power to far greater distances than the 
popular inductive coupling method. Magnetic resonance 
allows for greater flexibility in positioning the antennas 
used as part of this system. Due to the flexibility and effi-
ciency that inductive coupling offers, a number of companies 
are now actively developing designs and beginning to use 
this technology in their products.

In yet another wireless power supply application, 
Takenaka Corporation is using software from ANSYS to 
develop systems based on the electric field coupling 
method. (See sidebar.)

Electromagnetic Analysis
Developing a design for a reliable wireless power supply 
system of any kind depends on being able to model the 
electromagnetic performance of the microwave antennas. 
The circuitry that drives and controls system operation 
should be modeled and, preferably, be linked to the 3-D 
electromagnetic design — a key to obtaining the best 
possible range and power transfer characteristics. ANSYS 
software provides a full range of simulation capabilities that 
can be used to efficiently design a wireless power supply 
system. For example, ANSYS HFSS technology allows engi-
neers to quickly and easily determine the transmitted, 

Coil antenna model (left) and results (right) using ANSYS HFSS       
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reflected and total electromagnetic field of a transmit-
and-receive coil antenna; the tool also optimizes the coil 
design to fully take advantage of the magnetic resonance 
phenomena. 

Capabilities for Complete Power System Simulation
When designing a high-frequency wireless power supply 
system such as those based on magnetic resonance, Ansoft 
Designer software can be used as both system and circuit 
simulators. A bidirectional dynamic link can be established 
between Ansoft Designer and HFSS, enabling a system simu-
lation that includes IGBT inverters, coil antennas and the 
rectifier circuit. Using the dynamic link capability, an engi-
neer can obtain all the electromagnetic field characteristics 
of the full system. This data can be used to simulate EMI and 
EMC behavior as well, so the engineer can determine if the 
system meets regulatory limits.

ANSYS Maxwell software can easily be applied to ana-
lyze low-frequency inductive coils used in inductive coupling 
method power supplies. A low-frequency system typically 
uses Litz wire in the construction of the coil antennas, which 
can be easily simulated with Maxwell. This tool also can 
extract the equivalent R, L and C characteristics of the coils, 
so the engineer can construct an equivalent circuit model of 
an inductive coil antenna. 

Takenaka Corporation, a major general contractor in Japan, is 
developing wireless power supply systems that are embedded in the 
walls and floors of buildings. These power systems use the electric field 
coupling method, designed with the assistance of ANSYS electro-
magnetic simulation tools. 

Dr. Kenichi Harakawa of the technical research center at Takenaka 
Corporation is studying the technology of wireless transmission of 
electric power — including both serial and parallel circuit topologies. 
While these topologies can be used to transmit electric power, the 
system that utilizes the series resonance phenomena has a significant 
drawback. In this circuit, the junction capacitance — the capacitive 
coupling that occurs between transmitter and receiver — determines the 
resonant frequency of the system. As the junction capacitance varies, 
the system resonant peak varies and, therefore, affects the power trans-
mission efficiency.  

The alternative topology is one of a loosely coupled system, or a 
parallel resonant circuit. In this topology, the parallel resonant circuit 
delivers robust performance even with a change in junction capacitance, 
as junction capacity is a small contributor to overall system capacitance. 
As a result, the resonant peak is much more stable, and the system will 
have better performance. 

In designing the circuit for this system, Takenaka Corporation used 
ANSYS Q3D Extractor software to determine the capacitance between 
electrodes, Maxwell for the inductor design, and HFSS to analyze the 
electromagnetic radiation characteristic. Using engineering simulation 
contributed greatly to the development of this system, and it functions 
as the software predicted.

Electric power is transmitted by a series 
resonant system (top). The circuit for the serial 
system is on the left and for the parallel system 
is on the right (bottom).

Coil antenna model (top) and magnetic field simulation 
using ANSYS Maxwell (bottom)       

Electric Field Coupling Method
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ANALYSIS TOOLS

Simulation of low-frequency wireless systems can be 
conducted in the same manner as high-frequency systems 
by using the dynamic link capabilities between Maxwell 
and ANSYS Simplorer — a circuit and system simulator with 
specific emphasis on power electronic design. 

Employing the entire ANSYS suite of electromagnetic 
simulation tools enables engineers to analyze the full end-
to-end wireless power supply system by using the unique 
cosimulation and dynamic link capabilities between these 
ANSYS tools.

End-to-End System Models
A wireless power supply system is an emerging technology 
that relies on dependable electromagnetic as well as circuit 
simulation. The ANSYS engineering simulation suite allows 
engineers to use the appropriate tool for a given design 
challenge: for example, 3-D coil design or a power rectifier 
circuit. The dynamic link capability between field solver 
tools (HFSS or Maxwell) and circuit simulation tools 
(Designer or Simplorer) enables efficient and easy creation 
of a full end-to-end simulation of an entire wireless power 
supply system. End-to-end system models allow the engi-
neer to tune system performance and to predict system 
metrics as well as EMI/EMC compatibility. ■

Wireless power supply system (top) and transient analysis results modeled 
using ANSYS Nexxim circuit technology in Ansoft Designer (bottom)

The ANSYS engineering simulation suite allows engineers 
to use the appropriate tool for a given design challenge.

Wireless power supply system modeled in ANSYS Simplorer
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ACADEMIC

Working at the 
Frontiers of CFD Simulation
As they push the boundaries of engineering simulation, academic research 
teams must meet exacting technology standards.
By Gilles Eggenspieler, Senior Product Manager, ANSYS, Inc.

While leading-edge CFD simulations occur in many indus-
tries and applications, universities are at the forefront of 
some of today’s most exciting engineering innovations. 
From automotive and aeronautic engineering to biomedical 
applications, the work of academic researchers is not only 
inspiring other engineers, but ensuring that CFD software 
keeps pace with their needs. University research teams 
insist on trusted performance and continuous innovation, 
and they choose their CFD simulation software based on an 
exacting set of standards. 

Ensuring Technology Breadth, Depth and Reliability
Often, university teams require exceptional depth in 
physical modeling (such as turbulence, chemistry, particu-
lates and real fluid properties), as well as physics breadth 
(including structural mechanics, fluid dynamics and thermal 
radiation) and coupling (for example, fluid–structure inter-
action or thermal–electric models). Many applications also 
require transient analysis of moving parts. An integrated 
environment that supports multiphysics simulations 
is critical.

CFD solutions must produce accurate results. Greater 
fidelity allows researchers to explore increasingly realistic 
designs, which contribute greatly to making important 

decisions. Essential to improved accuracy are advances in 
numerical algorithms and mainstream use of higher-order 
discretization methods.

Because pioneering work is often funded by competitive 
grants and third-party sources, university teams must 
ensure that their CFD software is ISO certified and subject to 
the most stringent quality assurance standards.

Maximizing HPC and Other Investments
Simulation software is just one component of a university’s 
investment in pioneering CFD research, but it has the power 
to maximize performance of the entire laboratory. A sub-par 
software solution will negatively affect overall deliverables. 
In contrast, a high-quality solution will energize the team, 
leading to faster, higher-fidelity, more accurate results that 
minimize the need for physical tests that consume precious 
time and resources. 

To fully leverage academic high-performance computing 
(HPC) resources, CFD software needs the scalability to run 
on thousands of cores, the ability to simulate up to a billion 
cells, physics-based load-handling capabilities, and parallel 
file reading and writing capabilities that deliver near-
linear scaleup in processing speed for numerically large 
simulations.
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The Value of Expert Support 
To keep pace with universities, technology solutions 
must be backed not only by an expert development team 
that continually shapes future innovations, but also by an 
expert support team that helps extend solution capabilities 
to meet groundbreaking new applications.

Training is a critical aspect of support for university 
research teams. These groups often undergo high annual 
staff turnover, as experienced researchers graduate and 
new team members enter the program. Instead of relying on 
limited internal resources, university teams should be able 
to rely on their trusted solution provider to ensure that their 
newest engineers are leveraging the full capabilities of CFD 
solutions in their daily work.

The Power of Customization
Finally, CFD solutions must be readily customizable to meet 
researchers’ evolving simulation and work flow require-
ments both now and in the future. Users should be able to 
easily add new physical models, create additional solution 
variables, define property relationships, set boundary 
conditions and profiles, and perform other critical custom-
ization tasks. Solution providers should create extensions of 
software to meet unique modeling requirements as well as 
develop automated tools that streamline setup, solution and 
visualization of frequently repeated analyses. 

By offering expert customization services, solution 
providers allow both academic teams and other customers 
to focus on core research, rather than on routine program-
ming and maintenance tasks.

Taking a Partnership Approach
Perhaps the most important selection criteria for university 
teams is identifying a solution provider who will act as a 
true partner in their exacting CFD research. A solution pro-
vider who will be available to answer questions, customize 
technology, provide custom-tailored training and otherwise 
assist in pushing the boundaries of CFD simulation is an 
invaluable catalyst to any leading-edge engineering 
endeavor — academic or commercial.

Every engineering team that engages in CFD simulation 
can look to academic researchers as role models for taking a 
true partnership approach with their solutions provider. By 
forming close, collaborative relationships, all engineering 
teams can accelerate their simulation efforts and maximize 
investments in CFD solutions.

Cases in Point: ANSYS at Work in Leading 
Universities around the World

University of Southampton, U.K.
Neil Bressloff has used ANSYS software for more than 15 
years to solve a range of CFD problems — from the aero-
dynamic design of Formula 1™ race cars to biological flows. 
His Computational Engineering and Design research group 
has selected ANSYS technology as its tool of choice for Ph.D. 
students because of its versatility in addressing all the com-
plex CFD challenges these students encounter in their 
diverse analyses. “ANSYS provides us with an integrated 
environment so we no longer have to rely on separate soft-
ware packages or legacy codes,” said Bressloff. He and his 
student researchers also benefit from dynamic meshing 
capabilities. “For a recent biomedical project, we modeled 
the flow of fluid in the gap that opens and closes adjacent to 
a hip implant. As the domain changes, ANSYS CFD automati-
cally adapts, changing the movement and shape of the 
model. This capability provides the means to efficiently and 
accurately simulate this challenging problem.” A longtime 
ANSYS user, Bressloff is confident in his observation that the 
solution continues to improve over time. “The software has 
grown to accommodate the kinds of large problems we solve 
on a daily basis, including turbulent combustion, which is 
one of the most complex CFD modeling challenges. ANSYS 
technology has the power and capability to create compre-
hensive models, as well as the parallelization and speedup 
to solve relatively quickly, even for numerically large simu-
lations,” Bressloff said.

Bressloff’s research group is using ANSYS Fluent software to study the 
design of a modern lean-burn combustor for propulsion applications, 
using a multi-swirler fuel injector system under partially premixed 
combustion conditions. Shown here is the central vortex core structure 
inside the injector’s air-blast atomizer.

Time = 0.02s
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North Carolina State University, U.S.A.
Behnam Pourdeyhimi has been using ANSYS software for 
more than 12 years in his work leading the Nonwovens 
Cooperative Research Center. Pourdeyhimi relies on this 
technology to deliver large-scale, high-fidelity modeling 
capabilities to study fiber entangling, absorbency and fluid 
flow, material quenching, particle and liquid filtration, and 
other complex CFD issues related to manufacturing non-
woven fabrics. “From water jet modeling to multiphase 
flows, the software offers everything we need in a single 
tool that is very convenient to use,” said Pourdeyhimi. He 
also values the high level of support his team receives. 
“When you are engaged in pushing the performance 
envelope in 3-D modeling, there are frequent questions that 
arise — and ANSYS is very responsive to our needs,” he 
added. “We have also turned to ANSYS to train our student 
researchers in emerging topics such as HPC-enabled simula-
tions, and we have been very pleased with the results.” 
Pourdeyhimi has another, more practical reason for 
choosing ANSYS: “We work with a consortium of more than 
70 companies that have a vested interest in the nonwovens 
industry, and the vast majority of consortium members are 
using ANSYS solutions. ANSYS has emerged as the industry 
standard in CFD simulation.”

Pourdeyhimi’s research group uses ANSYS Fluent software to model 
air flow fields during melt-blowing production processes for nonwoven 
fibers. During melt blowing, molten polymer streams are injected 
into high-velocity gas jets, and polymer fibers are attenuated by the 
resulting drag force.

Pourkashanian and his team used engineering simulation software 
to predict oxy-coal combustion in an industrial combustion test 
facility with recycled flue gas to address the major technical 
challenges of using this system for power generation with carbon 
capture and sequestration.

University of Leeds, U.K.
Mohamed Pourkashanian’s team uses ANSYS fluid dynamics 
solutions daily in the Centre for Computational Fluid 
Dynamics. There, researchers study CFD problems ranging 
from aero engines and fuels to advanced power generation. 
“We choose ANSYS solutions because their quality assur-
ance and control processes enable us to meet rigorous 
quality standards in our own work,” said Pourkashanian. 
“I would estimate that, by enabling us to confidently replace 
physical testing with engineering simulation, our partner-
ship has saved millions of dollars in time and resources.” 
Complex models of jet engines, fuel chemistry and combus-
tion, power generation, and other challenging problems 
require Pourkashanian and his team to customize the soft-
ware to a certain extent, with excellent results. “We have 
been very impressed with the way ANSYS has supported our 
needs for originality and customization. It is very easy to 
develop new physical models and then move them into 
ANSYS solutions. This approach has truly represented ‘the 
best of both worlds’ by combining the ease and reliability of 
a commercial product with a customized in-house solution,” 
said Pourkashanian. ■
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Researchers use terrestrial laser scans to develop solid models 
for accurate structural simulation of buildings.
By Linh Truong-Hong and Debra F. Laefer, School of Civil, Structural and Environmental Engineering, University College Dublin, Ireland

As simulation usage grows in architectural design, engineering 
teams must develop low-cost, high-accuracy solutions to 
generate solid models of buildings for city-scale modeling. 
Recent developments in remote sensing technology 
offer rapid, high-density 3-D data collection options — 
specifically terrestrial laser scanning (TLS), which directs a 
beam over terrain or building surfaces. Availability of this 
data created the opportunity to develop technology that 
automatically reconstructs the solid models. Such a tool 
would make the simulation process automatic, seamless and 
robust. It would rule out reliance on measured drawings 
or photographs to construct the exterior geometry of the 
model; it would avoid possible data corruption from using a 
CAD-based program as an intermediary.

Thus the School of Civil, Structural and Environmental 
Engineering, University College in Dublin, Ireland, 
developed the FacadeVoxel algorithm to automatically 
generate solid models of masonry building facades from TLS 
data. Engineers can load the geometric model directly into 
ANSYS structural mechanics software to set up finite 
element analysis for a wide variety of civil engineering 
applications. The effect of tunneling on surface structures is 
a timely issue, so the university chose this as an example of 
how users can apply the algorithm to structural simulation.

The FacadeVoxel algorithm overcomes a major 
challenge in reconstructing a solid model from TLS data — to 

Fig. 1. Terrestrial laser point cloud 
image of facade

Fig. 2. Input data of resampled point cloud Fig. 3. Solid model automatically reconstructed 
with FacadeVoxel software

accurately recreate appropriate geometry and opening-
based stiffness without any user intervention. The software 
uses a two-step voxelization-based approach for character-
ization and conversion: The general boundaries of the 
building are detected, and then major features are discerned 
and checked. This leads to the successful identification of 
real openings, such as glass doors and windows, and the 
filling of unintentional holes in the model caused by sparse 
or missing data. The approach is data driven, independent 
of architectural grammars or other techniques that require 
prior knowledge of local construction styles and practices.

For example, a 19.4 m high by 17.0 m long brick facade 
in Dublin was scanned from two positions with TLS (Fig. 1). 
The scans were merged and automatically resampled using 
proprietary software to generate a random density of 
400 pts/m2 (Fig. 2). This point cloud data set was then 
processed with the FacadeVoxel algorithm to automatically 
convert the laser-scanning point cloud data into a solid 
model compatible with ANSYS structural mechanics (Fig. 3).

When compared to measured drawings provided by an 
independent surveyor, the solid model’s resulting geometry 
was very close to that of the actual building. Solid model 
overall dimensions were within 1 percent of measurements, 
while the opening ratio (opening area over facade area), 
which controls the building’s stiffness, was within 
3 percent. The opening dimensions were generated with no 
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more than 10 mm average absolute error. For a medium-
sized building facade, processing takes about 20 minutes 
to generate a solid model from 350K points on a standard 
PC — with no user input required. To begin simulation, the 
model is imported into ANSYS software from FacadeVoxel.

In the sample test, the model was subjected to an 
adjacent tunneling subsidence profile (Fig. 4), and the 
results in terms of displacements (Fig. 5) and cracking-
based damage patterns (Fig. 6) were highly realistic. 
Researchers obtained these results from nonlinear analysis 
of the building facade’s solid model (Fig. 3), in which a 
macro-modeling strategy — used to obtain general behavior 
of large-scale masonry structures instead of applying micro 
modeling, which models interface behavior between brick 
and mortar joints — modeled the building wall using the 
SOLID65 element in the ANSYS Mechanical APDL product. 
Applying the William and Warnke (WW) failure criterion 
for compression and Drucker–Prager (DP) yield criterion 
for tension enabled the team to model masonry behavior. 
The WW failure criterion provides a tension cutoff for the 
DP yield criterion. The team used a sample material 
representing weak masonry properties for analysis.

those derived from CAD drawings created from measured 
drawings of actual buildings submitted to Dublin City 
Council as part of the planning permit process. Three 
structures (two small, one large) were tested with various 
materials and loading rates. In the example, the difference 
of averaged absolute errors from the two typical results 
was less than 5 mm for maximum deformation of the 
opening span; they resulted in a final difference of only 
about 1 mm for maximum crack width. In the tunneling 
community, these results are within the standard margin 
of error; therefore, a structural analysis based on the 
solid model can provide sufficiently accurate results to 
evaluate building damage due to tunnel-induced ground 
movements.

Currently, the algorithm is configured for two-
dimensional use; it is most effective with rectilinear forms. 
Work is under way to extend the capabilities to three-
dimensional analysis and to refine feature detection 
algorithms for curved forms. Recent successes are based on 
stationary terrestrial units, as the density of even the best 
aerial laser scanning data set is not yet adequate to auto-
matically model building facades, with data of sufficient 
quality available only for horizontal surfaces such as roofs 
and streets. To date, the FacadeVoxel algorithm has yet to 
be tried on truck-mounted TLS, but the team plans to 
investigate this in the future.

The combination of the FacadeVoxel algorithm and 
ANSYS structural simulation provides a promising solution 
for reconstructing solid models of building structures from 
TLS data at a city scale. ■

Support for this work was generously provided by Science 
Foundation Ireland, Grant 05/PICA/I830 GUILD: Generating 
Urban Infrastructures from LiDAR Data. 

Reference
http://www.ucd.ie/eacollege/csee/staffmembers/
debralaefer/research/

Fig. 4. Applied displacement profile 
shown beneath finite element model

Fig. 5. Nodal displacements of building 
when subjected to tunnel-induced 
foundation settlement

Fig. 6. Resulting cracking patterns from 
nodal displacements

Material settings for tunneling subsidence profile

Elastic Behavior 1260 MPa of Young’s modulus and 
0.07 of Poisson’s ratio

Plastic Behavior 4.1/0.07 MPa of compressive/tensile 
strength, 1.07 MPa of internal cohesion, 
35 degrees of internal friction angle and 
10 degrees of dilatancy angle

Researchers conducted the analysis under self-weight 
loading and imposed displacements, the latter directly 
applied to nodes on the bottom of the model (Fig.4).

The resulting small, geometric discrepancies in solid 
models from the FacadeVoxel algorithm were tested for 
influence on structural response. The team compared 
structural results based on auto-generated solid models to 
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A while back, the way we used simulation was different from 
what we do today. I can still remember looking at a 3-D CAD 
model of an engine block and pondering the best way to 
perform a structural mechanics simulation using PREP7. 
I was able to modify the geometry so that it could be 
meshed every time, but I would have to start from scratch to 
repeat the entire procedure with the next CAD model. 
In those days, beam representations in conjunction with 
stress intensification factors (SIFs) were the best way to 
model crankshafts. Other components required a similar 
effort using simplifications and approximations.

Simulation procedures continued to evolve, and ANSYS 
changed its face completely with the introduction of the 
ANSYS Workbench environment. At first, I thought that 
coping with this new interface would be a dive into a 
bottomless ocean, just like the first time I encountered 
CONTA174 with its plethora of options. But I’ve always 
been eager to try new CAE techniques, so I jumped into 
Workbench as quickly and as fully as I could.

My way of working changed radically — geometry import 
and meshing issues sharply decreased, and I could use 
past models as templates for new, similar analyses. This 
last aspect evolved dramatically with the introduction 
of the Workbench project schematic, in which groups of 
interconnected analyses form real CAE procedures 
that are understandable with almost no effort. 

Recently, I was able to take full advantage of this new 
way of working when I needed to perform a crankshaft anal-
ysis. Through ANSYS Workbench, I was able to determine 
the load distribution at the roller bearing that connects the 
crankshaft and the conrod, as well as to assess the function-
ality of the friction coupling that transmits the motion from 

ANSYS Workbench 
Cranks Up Simulation
Piaggio engineers an enhanced design workflow to develop a crankshaft.
By Riccardo Testi, CAE Analyst, Piaggio Group, Pontedera, Italy

ANSYS Workbench 
project schematic

ANSYS Workbench represents a milestone in allowing simulation 
to be perceived as a standard and required activity in complex 
product development.

the crankshaft to the transmission subsystem. I also used 
Workbench as part of a CAE sequence that included a multi-
body dynamics system and durability analysis.

The simulations required linear and nonlinear models 
that involved modeling neighboring components along with 
the crankshaft itself. The Workbench platform allowed me to 
quickly set up a baseline model. The ANSYS DesignModeler 
tool fixed a few CAD issues, and the ANSYS Mechanical 
automatic contact detection feature greatly speeded the 
assembly setup. The CAD interface identified simplified CAD 
representations (subsections within the entire assembly 
created within the CAD tool) to allow import of only the 
components required to generate the structural model — a 
process very useful when dealing with big CAD models.

It was easy, then, at the project level to generate all the 
other models I needed from the baseline model. Workbench 
allowed duplication of analysis systems when a different 
topology was needed, and it provided the ability to join 
systems for which different load cases or analysis types were 
required. I could assess both the frictional load transfer 
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capability and the fatigue performance of the complete 
crankshaft assembly.

For frictional load transfer, I used nonlinear models, 
employing Mechanical contact features whose default 
settings are much more error proof than navigating among 
all the key options and real constants of the good old CONTA 
family. I could check the functionality of friction couplings 
with both standard and custom post-processing tools. 
The latter are easily definable with the aid of another 
feature of Mechanical, the worksheets. These provide an 
overview of modeling stages in a neat tabular form. I can 

Durability analysis generated from stress data computed using 
ANSYS Workbench

User-defined expressions allow users to build their own equation 
for post-processing (top). Contact status results help the analyst 
determine what regions of surfaces are in contact (bottom).

Model of complete crankshaft system, including remote 
displacement supports

check the properties of the bodies included in an assembly, 
properties of the contact interfaces, or available post-
processing quantities, to name a few. From a table, I can 
jump to the relevant analysis object with a simple click. 
Worksheets have proven to be a valuable tool to check what 
has been completed.

Fatigue analyses required computation of load/stress 
transfer functions and Craig–Bampton modal repre-
sentation. The latter was calculated using a simple 
combination of rigid remote displacement features and a 
commands object. No more messing around with APDL 
commands, since Workbench did the job in a straightforward 
yet simple fashion.

I not only obtained fatigue safety factors and stress 
distributions; more important is that I had a useful outline 
of what I did at both project and system levels (using 
Workbench terminology). The next time a similar component 
is analyzed, it will require only an update process, rather 
than generating the model and simulation process from 
scratch. The entire procedure will be easily recognizable 
within the ANSYS Workbench project schematic. 

In the past, CAE methods struggled to be simultaneously 
fast and accurate, slowing the integration of these tech-
niques into the development process of complex systems. 
I think that ANSYS Workbench represents a milestone in 
overcoming these problems and allowing simulation to be 
perceived as a standard and required activity in complex 
product development. Piaggio implemented these new CAE 
techniques with the support of ANSYS channel partner 
Enginsoft, which has been providing Piaggio with ANSYS 
solutions for many years. ■

Riccardo Testi is a CAE analyst and supervisor with almost 
20 years’ experience in simulation for the automotive industry. 
He is a member of the Piaggio Group, the largest European 
manufacturer of two-wheeled motor vehicles and one of the 
world’s leaders in this sector.

BEST PRACTICES



48   /  ANSYS Advantage • © 2011 ANSYS, Inc. www.ansys.com

TIPS AND TRICKS

Two different views of the 
sunshade frame geometry 
of interest displayed in 
ANSYS DesignModeler

Two different views of the
sunshade frame geometry
of interest displayed in 
ANSYS DesignModeler

Different stress and strain results in ANSYS Mechanical versus 
Mechanical APDL may indicate need for a refined mesh.
By Ted Harris, CAE Support and Training Manager, Phoenix Analysis & Design Technologies, Inc., Tempe, U.S.A.

Not All Stresses 
Are Reported Equal

Among the features offered by ANSYS structural analysis 
tools are three different methods for calculating and 
reporting stress and strain results. However, viewing such 
results using ANSYS Mechanical software in the ANSYS 
Workbench platform compared to ANSYS Mechanical APDL 
(MAPDL) can lead to uncertainties about which displayed 
values are more accurate. 

As a typical example, residents of warm climates — such 
as the southwestern United States — deploy portable 
expanding sunshades to keep cool outside. Unfortunately, 
high winds from weather phenomena, such as dust storms, 
can cause the shade’s metal support members to bend and 
break. Therefore, understanding the structural limits is of 
interest to users in such locales. 

A solid geometry representation of a typical portion of 
the frame consists of two rectangular hollow members, 
pinned to each other at the center, with pins at each end 
that, in the full structure, would be attached to additional 
components. For simplicity, the pins are fixed on the right 
side to the ground, while those on the left side have an 
upward-bearing load applied to the upper pin and a down-
ward-bearing load applied to the lower pin. These loads 
tend to cause the members to bend at the central pin. The 
bearing loads represent the effect of a strong gust of wind 
hitting the fabric canopy above the frame, with the load 
eventually reacting through the frame to stakes that attach 
the frame to the ground at the bottom. The applied load is 
large enough to cause significant plastic deformation, simi-
lar to what might be experienced when one of these 
structures is subjected to high winds.

At issue here is the initial run with a very coarse mesh. 
When viewing the von Mises stress results in Mechanical 
within Workbench and then comparing them with the results 
obtained from the same results file in /POST1 in MAPDL, 
there is a difference of 4,700 psi between the peak values. 

The reason for this difference has to do with how stresses 
are calculated. 

In /POST1 in Mechanical APDL, the original graphics 
display system is known as Full Graphics. In 1994, ANSYS 
developed a newer graphics display system for MAPDL 
known as PowerGraphics. Both display systems are avail-
able to use, but there are several differences between them 
that affect how the results are presented. 

By default, MAPDL uses PowerGraphics, which looks at 
results only on the exterior surfaces of the model. Full 
Graphics, on the other hand, includes interior elements in 
addition to the exterior surfaces when displaying results 
plots. Additionally, with PowerGraphics the number of 
element facets displayed per element edge can be varied 
with the /efacet command. The standard is one facet per 
edge, although for midside-noded elements it can be 
increased to two or four. Full Graphics, however, is limited 
to one facet per element edge. Mechanical in Workbench 
uses an algorithm for which the results tend to compare 
more favorably with Full Graphics, although it displays with 
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two facets per element edge. A further test that can be done 
within MAPDL is to plot nodal (averaged) vs. element 
(unaveraged) stresses to check for large variations. 

In evaluating the results from the three methods, 
they may all be considered correct but simply displayed 
differently. However, the difference in displayed results can 
be used as a guideline for mesh density and presence of 
singularities. If there is a significant difference between 
PowerGraphics and Full Graphics results in MAPDL, this 
usually indicates that the mesh is too coarse. As the mesh is 
refined, the difference between the two calculations should 
decrease. In the sunshade frame model, the differences in 
von Mises stresses and plastic strain results do decrease 
with a finer mesh. 

ANSYS 13.0 Equivalent Stress Result Comparison
Post-processing Algorithm Coarse Mesh %Diff Fine Mesh %Diff

Workbench Mechanical 79219 – 129560 –
MAPDL PowerGraphics 83873 6% 128474 -1%
MAPDL Full Graphics 79219 0% 129560 0%

ANSYS 13.0 Equivalent Plastic Strain Result Comparison
Post-processing Algorithm Coarse Mesh %Diff Fine Mesh %Diff

Workbench Mechanical 0.1998 – 0.444 –
MAPDL PowerGraphics 0.2231 12% 0.443 0%
MAPDL Full Graphics 0.2039 2% 0.448 1%

Results comparisons

In ANSYS Mechanical 13.0 in Workbench, averaged and 
unaveraged stress and strain results can be plotted as 
another check on the results. This choice is made in the 
details view for a given plot. A significant difference 
between averaged and unaveraged quantities indicates that 
mesh refinement is needed. 

The conclusion is that if unacceptable differences in 
stress or strain results are observed using different results 
calculation methods, it likely means that the mesh, at least 
in the area of interest, is too coarse. It is, therefore, 
advisable to add mesh refinement and check the results 
again. In Mechanical in Workbench, adding a convergence 
item to a scoped result plot can at least partially automate 
this process. Take care, however, to make sure that singu-
larities are not included in the desired convergence region.

Regarding the mesh densities used in this example, the 
coarse mesh had an element size of at least 0.05 inches on 
the member hole at the high stress–strain location, while 
the fine mesh had an element size of 0.025 inches on the 
same hole. Another way to look at the mesh refinement is 
that the coarse model had 20 elements on the hole of inter-
est while the fine mesh had 104 elements on the same hole. 
Clearly, the coarse mesh in this example was too coarse for 
engineering purposes, but it was selected to ensure that 
the effect of different results calculation methods was 
significant and observable. ■

Phoenix Analysis & Design Technologies, Inc. is an ANSYS 
channel partner serving the U.S. Southwest. This article 
originally appeared as an item in The Focus newsletter.

Values of peak von Mises stresses for a coarse mesh displayed with ANSYS Mechanical in Workbench (left) 
and with Mechanical APDL /POST1 (right). The upper support beam is shown to be bent by the applied load, 
simulating the effect of high winds on the sunshade.

Examples of coarse mesh (top) and fine mesh (bottom) used to predict 
the stress and strain quantities for sunshade support members

Values of peak von Mises stresses for a coarse mesh displaye
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